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Today’s SoCs are complex designs with multiple embedded processors, memory subsystems, and application
specific peripherals. The memory architecture of embedded SoCs strongly influences the power and performance of the entire system. Further, the memory subsystem constitutes a major part (typically up to 70%) of
the silicon area for the current day SoC. In this article, we address the on-chip memory architecture exploration for DSP processors which are organized as multiple memory banks, where banks can be single/dual
ported with non-uniform bank sizes. In this paper we propose two different methods for physical memory
architecture exploration and identify the strengths and applicability of these methods in a systematic way.
Both methods address the memory architecture exploration for a given target application by considering
the application’s data access characteristics and generates a set of Pareto-optimal design points that are
interesting from a power, performance and VLSI area perspective. To the best of our knowledge, this is
the first comprehensive work on memory space exploration at physical memory level that integrates data
layout and memory exploration to address the system objectives from both hardware design and application
software development perspective. Further we propose an automatic framework that explores the design
space identifying 100’s of Pareto-optimal design points within a few hours of running on a standard desktop
configuration.
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1. INTRODUCTION

Today’s VLSI technology allows us to integrate tens of processor cores on the same
chip along with embedded memories, application specific circuits, and interconnect
infrastructure. Such advances in VLSI technology facilitates the design of complex
embedded systems that are application specific and optimized for a single function or
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a set of functions [Sriram and Bhattacharyya 2000]. The single chip phone, which has
been introduced by several semiconductor vendors, is an example of such a system-onchip (SoC); it includes a modem, radio transceiver, power management functionality, a
multimedia engine and security features, all on the same chip.
In modern embedded systems, the area and power consumed by the memory subsystem is up to ten times that of the data path, making memory a critical component of the
design. Further, the memory subsystem constitutes a large part (typically up to 70%) of
the silicon area for the current day SoC and it is expected to go up to 94% in 2014 [SEMATECH 2001; Acosta 2006]. The main reason for this is that embedded memory has a
relatively small subsystem per-area design cost in terms of manpower, time-to-market
and power consumption. As a consequence, the on-chip memory architecture strongly
influences the cost, performance and power dissipation of an embedded SoC. Hence,
the on-chip memory architecture of an embedded processor core is custom designed to
improve run-time performance and power consumption.
Our work focuses on the on-chip memory architecture optimization for embedded
DSP processors. Designing the memory architecture for DSPs is a challenging task for
the following reasons: (a) DSP applications are data dominated and memory bandwidth
requirements for DSP applications range from 2 to 3 memory accesses per processor
clock cycle. (b) It is critical in DSP applications to extract maximum performance from
the memory subsystem in order to meet the real-time constraints of the embedded application. As a consequence, the DSP software for critical kernels is developed mostly
as hand optimized assembly code. Also, to address the memory bandwidth requirement
of DSP applications, the on-chip scratch-pad memory of embedded DSP core is organized into multiple memory banks to facilitate multiple simultaneous data accesses.
Further, a memory bank can be organized as a single-access RAM (SARAM) or a dualaccess RAM (DARAM) to provide single or dual accesses to the memory bank in a
single cycle. Furthermore, the on-chip memory banks can be of different sizes. Smaller
memory banks consume lesser power per access than the larger memories. The embedded system may also be interfaced to off-chip memory, which can include SRAM and
DRAM.
This complex on-chip memory architecture needs to be efficiently used by the application developers to meet real-time performance constraints. To efficiently use the
on-chip memory, critical data variables of the application need to be identified and
mapped to the on-chip RAM. Further, the multiple memory banks of the SPRAM and
the dual ported SPRAMs need to be efficiently utilized to minimize the memory bank
conflicts. Identifying such a data placement for data sections, referred to as the data
layout problem, is a complex and critical step that affects both performance and power
constraints. The data layout problem is shown to be NP-complete [Avissar et al. 2001].
This task is traditionally performed manually as compilers cannot assume that the
code under compilation represents the entire system.
Solving the memory architecture exploration problem involves solving two interacting problems: (a) architecture exploration and (b) data layout optimization for the
architecture considered. The data layout determines the performance of the given application in the considered architecture, which in turn determines whether the memory
architecture needs to be considered further in the design space exploration. On the
other hand, determining an optimal data layout of an application requires the knowledge of the memory architecture. For performing memory architecture exploration,
an automatic, fast and efficient data layout heuristic is very critical. In our work, we
address the data layout problem for the complex DSP memory architecture.
For the on-chip SPRAM-based architecture, the parameters, namely, size, latency,
number of memory banks, number of read/write ports per memory bank and connectivity, collectively define the memory organization and strongly influence the performance,
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cost, and power consumption. These parameters together define the logical organization
of memory and we call this as logical memory architecture. For considering the memory
power and area numbers for a given memory architecture, the logical memories have
to be mapped to physical memory modules in a semiconductor vendor memory library
for a specific technology/process node. This results in a physical memory architecture.
In this article, we propose two different methods for physical memory architecture
exploration and identify the strengths and applicability of these methods in a
systematic way. Both methods address the memory architecture exploration for a
given target application by considering the application’s data access characteristics
and generates a set of Pareto-optimal design points that are interesting from a power,
performance and VLSI area perspective. To the best of our knowledge, this is the
first comprehensive work on memory space exploration at physical memory level that
integrates data layout and memory exploration to address the system objectives from
both hardware design and application software development perspective. Further, we
propose an automatic framework that explores the design space identifying 100’s of
Pareto-optimal design points.
The remainder of this article is organized as follows. In Section 2, we present an
overview of our two proposed methods, viz., LME2PME and DirPME methods. In
Section 3, we present the data layout heuristic. In Section 4, we present the LME2PME
approach. In Section 5, deals with our DirPME framework. In Section 6, we present the
experimental methodology and results for both LME2PME and DirPME frameworks.
Section 7 covers some of the related work from the literature. Finally, in Section 8, we
conclude by summarizing our work in this article.
2. METHOD OVERVIEW
2.1. Logical and Physical Memories

As discussed in the previous section, a memory architecture is defined by a set of parameters like the on-chip memory size, the number and size of each memory bank in
SPRAM, the number of memory ports per bank, the types of memory (scratch pad RAM
or cache), and the wait-states/latency. The architecture specification at this level is referred to as logical memory architecture as it does not tie the architecture at this point
to a specific semiconductor vendor memory library or a specific implementation. Then,
a physical memory architecture will be an implementation instance of a logical memory
architecture. Note that there are multiple ways in which a logical memory organization can be implemented and thus results in numerous physical memory architecture
choices. A number of approaches have been proposed for mapping logical memory to
physical memories [Jha and Dutt 1997; Schmit and Thomas 1995]. Typically multiple
physical memory modules are used to construct a logical memory bank. For example,
for a logical memory bank of 4K*16 bits can be formed with two physical memories of
size 2K*16 bits or four physical memories of size 2K*8 bits. The problem of mapping
a logical memory architecture to a physical memory architecture, known as memory
allocation problem, is NP-Complete [Jha and Dutt 1997].
2.2. Memory Architecture Parameters

Table I describes the memory types and parameters. There are 3 types of memory
(single-ported on-chip memory (Sp), dual-ported on-chip memory (Dp) and External
memory). The parameters to be explored are the number of Sp memory banks (Ns ), the
Sp bank size (Bs ), the number of Dp memory banks (Nd), the Dp bank size (Bd) and
the size of external memory (Es ). For example, 64KB on-chip memory of C5503 DSP
[Texas Instruments 2001] can be organized as 12×4KB single port memory banks and
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Table I. Memory Architecture Parameters
Notation
Sp
Dp
Ns
Bs
Nd
Bd
Es
Ds
Ws
Wd
We

Description
Single-port memory bank
Dual-port memory bank
Number of SARAM banks
SARAM bank size
Number of DARAM banks
DARAM bank size
External Memory size
Total data size
Normalized weight for SARAM
Normalized weight for DARAM
Normalized weight for external memory

Fig. 1. Two-stage approach to memory subsystem optimization.

4×4KB dual-port memory banks. For this example, the parameters can be specified as
Ns = 12, Bs = 4096, Nd = 4, Bd = 4096 and Es = 0.
2.3. Memory Architecture Exploration Overview

As mentioned earlier, solving the memory architecture exploration problem involves
solving two interacting problems: (a) architecture exploration and (b) data layout optimization for the architecture considered. We propose a two-level iterative approach
for this problem as explained in Figure 1. At the outer level, we address the memory architecture exploration problem modeled as a multi-objective Genetic Algorithm
formulation. At the inner level, for the data layout problem, we propose a greedy backtracking heuristic algorithm described in Section 3.
Our aim is to explore the memory design space of embedded system at the physical memory architecture level. We propose two different approaches for the same: (i)
LME2PME - performs physical memory exploration in two steps and (ii) DirPME operates in the physical memory space directly.
2.4. LME2PME Overview

The LME2PME method is organized into two steps. The first step is the Logical Memory
Exploration (LME), where memory design space is explored to find Pareto-optimal
design solutions that offer the best performance for a given logical memory area. This
is shown in the top right portion of Figure 2. The design points LM1, LM2, · · ·, each of
which represents a logical memory architecture with different memory cost (area) and
stalls.
ACM Transactions on Embedded Computing Systems, Vol. 11, No. 1, Article 5, Publication date: March 2012.
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Fig. 2. Logical to physical memory exploration - Overview.

The second step in LME2PME is the physical space exploration, where for a given
logical memory architecture (output of LME), physical design space is explored with the
objective to minimize memory area and power. As shown in Figure 2, the nondominated
points from LME are taken as inputs for the physical space exploration step. The output
of physical space exploration is a set of Pareto optimal physical memory architectures
with the memory power, memory area and memory stalls as the objective criteria. For
each nondominated logical memory architecture generated by LME, there are multiple
physical memory architectures with different power-area operating points with the
same memory stalls. This is shown in Figure 2, where the design solution LM1 in
LME’s output corresponds to a memory stall of ms1 and generates a set of Pareto optimal
points (denoted by P M1s in the lower half of Figure 2) with respect to memory area and
memory power. The set of physical memory architectures corresponding to LM1 are
shown in P M1, which again shows the tradeoffs in memory area and power. Similarly,
LM2, which incurs a memory stall of ms2 , results in a set of P M2s of physical memory
architectures. Note that ms1 and ms2 , which are the memory stalls as determined by
LME, do not change during the Physical Memory Exploration step. Different physical
memory architectures are explored with different area-power operating points for a
given memory performance.
Figure 3 describes the LME2PME method in a block diagram. As dicussed, the first
step in LME2PME is the logical memory exploration (LME). LME takes the application data access characteristics as input and explores the memory design space to
find memory architectures that gives the best performance for a given logical area. We
explain what we mean by logical area in Section 4.1. For every memory architecture
that is being considered, the data layout evaluates the memory architectcure from a
performance perspective by mapping the application’s data variables on to the memory
architure. The LME step has two outputs as shown in Figure 3. The first output is the
set of nondominated points generated by LME and the second output is the data placement details, which is the output of the data layout step and provides information on
which data section is placed in which memory bank. From the data placement obtained
from the LME step and the profile data, the physical space exploration step computes
the number of memory accesses per logical memory bank. This is an important information and this can be used to decide on using larger or smaller memories while
mapping a logical memory bank. Note that a smaller memory consumes less power per
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Fig. 3. Logical to physical memory exploration method.

read/write access as compared to a larger memory. Hence, if a logical memory bank is
known to have a data that is accessed higher number of times, it is power-optimal to
design this logical memory bank with many smaller physical memories. However, this
comes with a higher silicon area cost and hence results in a area-power trade-off. The
LME step is explained further in Section 4.1.
The second step is the physical memory space exploration and is shown in the bottom
part of Figure 3. This step takes the Pareto-optimal logical memory architectures as
input and explores the physical memory space to optimize on area and power objectives.
Thus the output of this step is a set of physical memory architectcures that are Paretooptimal from an area, power and performance perspective. This step is explained in
Section 4.2.
2.5. DirPME Overview

DirPME operates in the physical memory space direcctly. This method is a direct physical memory architecture exploration (DirPME) framework that integrates memory
exploration, logical to physical memory mapping and data layout to explore the physical memory design space. This method is explained in detail in Section 5.
3. DATA LAYOUT

This section explains the data layout method in detail. Initially, the application’s data
(scalar variables, structures, arrays) is grouped into logical sections. This is done to
reduce the number of individual items and thereby reduce the complexity. Once the
grouping of data into sections are done, the code is compiled and executed in a cycle accurate software simulator. From the software simulator, profile data (access frequency)
of data sections are obtained. Profile data is generated by running a suite of test vectors
that covers the different access paths of a given application. In addition to the access
frequency of data sections, the simulator generates a conflict matrix that represents
the parallel and self conflicts. Parallel conlicts refers to simultaneous accesses of two
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different data sections while self conflicts refers to simultaneous accesses to the same
data section.
3.1. Problem Statement

Consider a memory architecture M with m on-chip SARAM memory banks, n on-chip
DARAM memory banks, and an off-chip memory. The size of each of the on-chip memory
bank and the off-chip memory is fixed. The access time for the on-chip memory banks
is one cycle, while that for the off-chip memory is l cycles. Given an application with d
sections, the simultaneous access requirement of multiple arrays is captured by means
of a two-dimensional matrix C where Ci j represents the number of times data sections i
and j are accessed together in the same cycle in the execution of the entire program. We
do not consider more than two simultaneous accesses, as the embedded core typically
supports up to two accesses in a single cycle. If data sections i and j are placed in two
different memory banks, then these conflicting accesses can be satisfied simultaneously
without incurring stall cycles. Also, when data sections i and j are placed in the same
memory bank, but the memory bank is dual ported, then also conflicting accesses can
be satisfied without incurring stalls. Cii represents the number of times two accesses
to data section i are made in the same cycle. Self-conflicting data sections need to be
placed in DARAM memory banks, if available, to avoid stalls. The objective of the data
layout problem is to place the data sections in memory modules such that the following
are minimized:
—number of memory stalls incurred due to conflicting accesses of data sections placed
in the same memory bank;
—self-conflicting accesses placed in SARAM banks;
—number of off-chip memory accesses.
Note that the sum of the sizes of the data sections placed in a memory bank cannot
exceed the size of the memory bank.
3.2. Data Layout Heuristic Algorithm

As mentioned earlier, the data layout problem is NP Complete. To perform memory
architecture exploration, data layout needs to be performed for 1000s of memory architecture and it is very critical to have a fast heuristic method for data layout. Using exact
solving method such as Integer Linear Programming (ILP) or using an evolutionary
approach, such as Genetic Algorithm or Simulated Annealing takes a long computation
time for a moderate to large data layout problem on a standard server configuration,
making them prohibitively expensive for the memory architecture exploration problem.
Hence, in this section, we propose a 3-step heuristic method for data placement.
3.2.1. Data Partitioning into Internal and External Memory. The first step in data layout is
to identify and place all the data sections that are frequently accessed in the internal
memory. Data sections are sorted in descending order of frequency per byte (F P Bi )
defined as the ratio of number of accesses to the size of the data section. Based on the
sorted order, data sections are greedily identified for placement in internal memory
till free space is available. We refer all the on-chip memory banks together as internal
memory. Note that the data sections are not placed at this point but only identified for
internal memory placement. The actual placement decision are taken later as explained
in this article.
Once all the data sections to be placed in internal memory are identified, the remaining sections are placed in external memory. The cost of placing data section i in external
memory is computed by multiplying the access frequency of data i with the wait-states
ACM Transactions on Embedded Computing Systems, Vol. 11, No. 1, Article 5, Publication date: March 2012.
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Algorithm: SARAM PLACEMENT
1. sort the data sections in data-in-internal-memory in descending order of T Ci
2. for each data section i in the sorted order do
3.
if data section i is already placed in DARAM
4.
continue with the next data section
5.
else compute min-cost(i): minimum of cost(i, b) for all SARAM banks b
6.
endif
7.
find if there is potential gain in placing data i in DARAM
by removing some of already placed sections
8.
if there is potential gain in back-tracking
9.
identify the data section ds-backtrack in daram-set
10.
find the alternate cost of placing the ds-backtrack in SARAM
11.
if alternate cost > min-cost(i)
12.
continue with the placement of data i in SARAM bank b
13.
update cost of placement: Mcyc = Mcyc + cost(i, b)
14.
else // there is gain in backtracking
15.
move the data sections in ds-backtrack to SARAM
16.
update cost of placement:
Mcyc = Mcyc + cost(g, b), for all g in ds-backtrack
17.
place data i in DARAM and update cost of placement
18.
endif
19. else no gain in backtracking, continue with the normal flow
20.
continue with the placement of data i in SARAM bank b
21.
update cost of placement: Mcyc = Mcyc + cost(i, b)
22. endif
23. endfor
Fig. 4. Heuristic algorithm for data layout.

of external memory. The placement cost is computed for all the data sections placed in
the external memory.
3.2.2. DARAM and SARAM placements. The objective of the next two steps is to resolve
as many conflicts (self-conflicts and parallel-conflicts) by utilizing the DARAM memory and the multiple banks of SARAM. Self-conflicts can only be avoided if the corresponding data section is placed in DARAM. On the other hand, parallel conflicts
can be avoided in two ways either by placing the conflicting data a and b in two different SARAM banks or by placing them in any DARAM bank. But former solution
is attractive as the SARAM area cost is much less compared to DARAM area cost
and self-conflicts can only be avoided by placing the data sections in DARAM. Further,
many of the DSP applications have large self-conflicting data. These make the DARAM
placements very crucial for reducing the runtime of an application.
The heuristic algorithm considers placement of data in DARAM as the first step in
internal memory placements. Data sections that are identified for placement in internal
memory are sorted based on the self-conflict per byte (SP Bi ), defined as the ratio of
self conflicts to the size of the data section. Data sections in the sorted order of SP Bi
are placed in DARAM memory until all DARAM banks are exhausted. Cost of placing
data section i in DARAM is computed and added as part of the overall placement cost.
Once the DARAM data placements are complete, SARAM placement decisions are
made. Figure 4 explains the SARAM placement algorithm. Parallel conflicts between
data sections i and j can be resolved by placing conflicting data sections in different
SARAM banks. The SARAM placement is started by sorting all the data sections
identified for placement in internal memory based on the total number of conflicts
ACM Transactions on Embedded Computing Systems, Vol. 11, No. 1, Article 5, Publication date: March 2012.
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(T Ci ), the sum of all conflicts for this data section with all other data sections including
self conflicts. Note that all data sections including the ones that are already placed in
DARAM are considered while sorting for SARAM placement. This is because the data
placement in DARAM is only tentative and may be backtracked in the backtracking
step if there is a larger gain (i.e., more parallel conflicts resolved) in placing a data
section i in DARAM instead of one or more data sections that are already placed in
DARAM.
During the SARAM placement step, if the data section under consideration is already
placed in DARAM then it is ignored and the next data section in the sorted order is
considered for SARAM placement. The placement cost for placing data section i in
SARAM bank b computed considering all the data sections already placed in DARAM
and SARAM banks. Among this the memory bank b that results in the minimum cost
is chosen.
Next, the heuristic backtracks to find if there is any gain in placing data i in DARAM
by removing some of the already placed data sections from DARAM. This is done by
considering the size of data section i and the minimum placement cost of data i in
SARAM. If there is one or more data sections, referred to as ds-backtrack in daram-set,
such that the sum of the sizes of ds-backtrack is greater than the size of data section
i and the sum of self-conflicts for all the data sections in ds-backtrack is less than the
minimum placement cost of data i in SARAM, then there can potentially be a possibility
of gain of placing data i into DARAM by removing the ds-backtrack. Note that it is only
a possibility and not a certain gain.
Once ds-backtrack is identified, to ensure that there is gain in the backtracking step,
the data sections that are part of ds-backtrack needs to be placed in SARAM banks
and minimum placement cost has to be computed again for each of the data section. If
the sum of the minimum placement cost for all data sections in ds-backtrack is greater
than the original minimum cost for placing data i in SARAM bank b, then there is no
gain in backtracking and data section i is placed in SARAM banks. Else there is gain
in backtracking and the ds-backtrack is removed from DARAM and placed in SARAM.
Data section i is placed in DARAM. The overall-placement cost is updated. This process
is repeated for all data sections identified to be placed in the internal memory. The
overall-placement cost gives the memory cycles (Mcyc ) for placing application data for
a given memory architecture.
4. LOGICAL MEMORY EXPLORATION TO PHYSICAL MEMORY EXPLORATION (LME2PME)

In this section, we explain our LME2PME approach in detail. Section 4.1 describes
the first step, viz., the logical memory exploration. The physical memory exploration,
which forms the second part of the LME2PME approach, is discussed in Section 4.2.
4.1. Logical Memory Exploration

LME is formulated as a multiobjective Genetic Algorithm problem and the GA formulation of LME is explained in Section 4.1.1. We consider the following two objectives
while exploring the (logical) memory design space: (a) Memory Stall Cycles (which is a
critical component of system performance) and (b) Memory cost. A meaningful estimation of the power consumed can be made only with the physical memory architecture,
and hence we defer the power objective to the following section on physical memory
exploration.
Memory cycles (Mcyc ) is the sum of all memory stall cycles where the CPU is waiting
for memory. This includes stall cycles spent in on-chip memory bank conflicts and offchip memory latency. Our objective is to minimize the number of stall cycles (Mcyc ). It
is very critical to have an efficient data layout algorithm to obtain a valid Mcyc . Note
that if an efficient data layout algorithm is not used then the data mapping may not
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result in a lower number of Mcyc even for a good memory architecture. This may lead
the memory architecture exploration search in a completely wrong direction. However,
using a computationally intensive data layout formulation, such as Integer Linear
Programming [Rajesh Kumar et al. 2003] or other evolutionary approaches [Rajesh
Kumar 2008] may be prohibitively expensive as the data layout problem needs to be
solved for large number of memory architectures considered in the exploration. Hence,
we use the efficient data layout heuristic that results in near-optimal layout with lower
Mcyc . Mcyc is computed by the data layout heuristic as explained in Section 3.
Memory cost is directly proportional to the silicon area occupied by memory. Since the
memory silicon area is dependent on the silicon technology, memory implementation,
and the semiconductor vendor memory library that is used, instead of considering the
absolute silicon area numbers, for now, we consider the relative (logical) area. The
memory cost is defined by the Eq. (1):
Mcost = (Ws × (Ns × Bs ) + Wd × (Nd × Bd) + We × Es )/Ds .

(1)

The cost of Sp is taken to be one unit that is, Ws = 1. Since a Dp cell is approximately
2-3 times as large as an Sp cell, we set Wd to 3. We use We = 1/(2 × Ewait ), where
Ewait is the memory access latency, which is set to 10. Since our objective is to optimize
the on-chip memory architecture (best performance for a given memory cost), external
memory has been assigned an order of magnitude lesser memory cost as compared
to the on-chip memory. This will make the memory exploration step to navigate the
memory space to provide more interesting performance-cost operating points. Finally,
we normalize the memory cost with the total data size in Eq. (1).
The objective of the memory architecture exploration is to find a set of Pareto optimal
memory architectures that are optimal in terms of performance for a given area. In
the following subsection, the GA formulation for memory architecture exploration is
described.
4.1.1. GA Formulation for Memory Architecture Exploration. To map an optimization problem
to the GA framework, we need the following: chromosomal representation, fitness
computation, selection function, genetic operators, the creation of the initial population
and the termination criteria.
For the memory exploration problem, each individual chromosome represents a memory architecture. A chromosome is a vector of 5 elements: (Ns , Bs , Nd, Bd, Es ). The
parameters are explained in Section 2.2 and they represent the number and size of
single and dual ported memory bank and the size of the external memory.
The GA must be provided with an initial population that is created randomly. GAs
move from generation to generation until a predetermined number of generations is
seen or the change in the best fitness value is below a certain threshold. In our implementation, we have used a fixed number of generations as the termination criterion.
Fitness function computes the fitness for each of the individual chromosomes. For
the memory exploration problem, there are two objectives Memory cost (Mcost ) and
Memory Cycles (Mcyc ). For each of the individuals, which represents a logical memory
architecture, the fitness function computes Mcost and Mcyc as described in Section 2.3.
The memory cost(Mcost ) is computed from Eq. (1) based on the memory architecture
parameters (Ns , Bs , Nd, Bd, Es ) that defines each of the chromosome. The memory
stall cycles (Mcyc ) is obtained from the data-layout that maps the application data
buffers on to the given memory architecture, using the heuristic data layout discussed
in Section 3.
Once Mcyc and Mcost are computed for all the individuals in the population, the individuals need to be ranked. The nondominated points at the end of the evolution
represent a set of solutions that provide interesting tradeoffs in terms of one of the
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objectives in order to anhilate the chromosomes that has a lower fitness. For a single
objective optimization problem, the ranking process is straightforward and is proportional to the objective. But for multiobjective optimization problem, the ranking needs
to be computed based on all the objectives. Here, we describe how to do this.
a
a
First, we define Pareto optimality. Let (Mcost
, Mcyc
) be the memory cost and memory
b
b
cycles of chromosome A and (Mcost , Mcyc ) be the memory cost and memory cycles of
chromosome B then, A dominates B if the following expression is true.
a
b
a
b
a
b
a
b
((Mcost
< Mcost
) ∧ (Mcyc
≤ Mcyc
)) ∨ ((Mcyc
< Mcyc
) ∧ (Mcost
≤ Mcost
))

(2)

The nondominated points at a given generation are those that are not dominated by
any other design points seen so far.
We use the nondominated sorting process described in Deb [1996] for ranking the
chromosomes based on the Mcyc and Mcost . The ranking process in multiobjective GA
proceeds as follows. All nondominated individuals in the current population are identified and flagged. These are the best individuals and assigned a rank of 1. These points
are then removed from the population and the next set of nondominated individuals are
identified and ranked 2. This process continues until the entire population is ranked.
Fitness values are assigned based on the ranks. Higher fitness values are assigned for
rank-1 individuals as compared to rank-2 and so on. This fitness is used for the selection
probability. The individuals with higher fitness gets a better chance of getting selected
for reproduction. Mutation and crossover operations are used to generate off-springs.
For our problem, mutation and crossover operations require careful implementation
because the elements of chromosomes are of different types with some elements representing the number of banks and some elements representing the memory bank size.
Hence, if crossover operation is implemented in the standard way, it will lead to many
incorrect chromosomes in the new generation. To address this, crossover is performed
between two chromosomes only on elements of the same type. Mutation is performed
in a standard way as this operation is restricted to an element at any time. However, a
crossover and mutation operation can still throw up an invalid chromosome, which is
discarded by assigning a lower fitness function.
In each generation, the nondominated solutions are collected. After a fixed number
of generations are explored, all the nondominated solutions seen so far are returned as
the Pareto-optimal logical memory architectures.
4.2. Physical Memory Space Exploration

The second step in the LME2PME approach is the physical memory space exploration.
As discussed earlier, this step takes the output of LME, which is a set of Pareto-optimal
memory architectures in the logical space, and explores the physical space with the
objective to optimize physical area and power. We formulate the physical memory space
exploration as a multiobjective Genetic Algorithm problem. The problem formulation
is explained in the following sections.
4.2.1. Chromosome Representation. Each individual chromosome represents a physical memory architecture. As shown in Figure 5, a chromosome consists of a list of
physical memories picked from a semiconductor vendor memory library. These list of
physical memories are used to construct a given logical memory architecture. Typically
multiple physical memory modules are used to construct a logical memory bank. As an
example, if the logical bank is of size 8K×16bits then, the physical memory modules
can be two 4K×16bits or eight 2K×8bits or eight 1K×16bits and so on. We have limited
the number of physical memory modules per logical memory bank to at most k. Thus,
a chromosome is a vector of d elements, where d = Nl × k + 1 and Nl = Ns + Nd) is
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Fig. 5. GA formulation of LME2PME.

the number of logical memory banks, which is an input from LME. Note that each of
the element represents an index in the semiconductor vendor memory library which
corresponds to a specific physical memory module.
In the chromosomal representation, each logical bank is represented using k elements, where each of the k element is an integer used to index into semiconductor
vendor memory library. With the k physical memory modules, a logical memory bank
is formed. We have used a memory allocator that performs exhaustive combinations
with the k physical memory modules to get the largest logical memory required with
the specified word size. Here, the bank size, the word size and the number of ports are
obtained from the logical memory architecture, corresponding to the chosen nondominated point. In this process, it may happen that m out of the total k physical memories
selected may not be used, if the given logical memory bank can be constructed with
(k − m) physical memories.1 For example, if k = 4, and if the 4 elements are 2K×8bits,
2K×8bits, 1K×8bits, and 16K×8bits and if the logical memory bank is 2K×16bits, then
our memory allocator builds a 2K×16bits logical memory bank from the two 2K×8bits
and the remaining two memories are ignored. Note that the 16K×8bit memory and
1K×8bit memory is removed from the configuration as the logical memory bank can be
constructed optimally with the two 2K×8bit memory modules. Here, the memory area
of this logical memory bank is the sum of the memory area of the two 2K×8bit physical
memory modules.2 This process is repeated for each of Nl logical memory banks. The
memory area of a memory architecture is the sum of the area of all the logical memory
banks.
4.2.2. Crossover and Mutation Operations. Crossover operation is performed with a contraint that the crossover point is always aligned on the logical bank boundary, which
is equivalent to every k physical memory modules. Note that every element in the
approach of using only the required (k − m) physical memory modules relaxes the constraint that
the chromosome representation has to exactly match a given logical memory architecture. This, in turn,
facilitates the GA approach to explore many physical memory architecture efficiently.
2 Although the chromosome representation may have more physical memories than required to construct
the given logical memory, the fitness function (area and power estimates) is derived only for the required
physical memories.
1 This
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chromosome representation is an integer, which is used as an index to pick a physical
memory module from a memory library. Mutation operation is performed on each of
the element and hence no contraint is needed here. Figure 7 illustrates the crossover
and mutation operations.
4.2.3. Fitness Function and Ranking. For each of the individuals, the fitness function
computes Marea and Mpow . Note that Mcyc is not computed as it is already available from
LME. The Marea is obtained from the memory mapping block, which is the sum of area of
all the physical memory modules used in the chromosome. Mpow is computed based on
two factors: (a) access frequency of data-sections and the data-placement information
and (b) power per read/write access information derived from the semiconductor vendor
memory library for all the physical memory modules.
To compute memory power, the method uses the data layout information provided by
the LME step. Based on the data layout, and the physical memories required to form
the logical memory (obtained from the chromosome representation and the memory
allocation), the accesses to each data section is mapped to the respective physical
memories. From this, the power per access for each physical memory, and the number of
accesses to the data section (available from the profile information and conflict matrix),
the total memory power consumed for all accesses to a data section is determined. From
this, the total memory power consumed by the entire application on a given physical
memory architecture is computed by summing the power consumed by all the data
sections.
Once the memory area, memory power and memory cycles are computed for all the
individuals in the population, individuals are ranked according to the Pareto optimality conditions, which is similar to the Pareto optimality condition discussed in Section 4.1.1, but considers all three objective functions, viz., the memory power, memory
cycles and memory area (Mpow , Mcyc , Marea ) of a chromosome. Once again the nondominated sorting approach is used for the solution of individuals from one generation to
the next generation. After iterating over a number of generations, the nondominated
physical memory architectures for each of the logical memory architectures are selected
and output.
5. DIRECT PHYSICAL MEMORY EXPLORATION (DIRPME) FRAMEWORK

In this section, we describe our second approach, namely the Direct Physical Memory
architecture Exploration (DirPME) method.
5.1. Method Overview

An overview of the DirPME framework is explained in Figure 6. DirPME method
directly operates in the physical memory design space as compared to LME2PME,
which operated in logical space initially and then worked on physical space only on the
nondominated logical solutions. The core engine of the framework is the multiobjective memory architecture exploration, which takes the application characteristics and
semiconductor vendor memory library as inputs and explores the physical memory architecture design space. The memory allocation procedure builds the complete memory
architecture from the memory modules chosen by the exploration block. If the memory
modules together does not form a proper memory architecture, the memory allocation
block rejects the chosen memory architecture as invalid. Also the memory allocation
checks the access time of the on-chip memory modules and rejects those whose cycle
time is greater than the required access time. The exploration process using the genetic
algorithm and the chromosome representation are discussed in detail in the following
section. Once the memory modules are selected the memory mapping block computes
the total memory area, which is the sum of all the individual memory modules.
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Fig. 6. DirPME: Memory architecture eXploration framework.

Details on the selected memory architecture, like the on-chip memory size, number
of memory banks, number of ports, off-chip memory bank latency are passed to the data
layout procedure. The application data buffers and the application profile information
also given as inputs to the data layout. The application itself consists of multiple
modules, including several third-party IP modules as shown in Figure 6. With these
inputs, the data layout maps the application data buffers to the memory architecture;
the data layout heuristic is the same as explained in Section 3. The output of data
layout is a valid placement of application data buffers. From the data layout and
the application memory access characteristics, the memory stalls are determined. The
memory power is also computed using the application characteristic and power per
access available from the semiconductor vendor memory library. Last, the memory cost
is computed by summing the cost of the individual physical memories. Thus, the fitness
function for the memory exploration is computed with the memory area, performance
and power.
5.2. Genetic Algorithm Formulation

5.2.1. Chromosome Representation. For the memory architecture exploration problem in
DirPME, each individual chromosome represents a physical memory architecture. As
shown in Figure 7, a chromosome consists of two parts: (a) number of logical memory
banks (Li ), and (b) list of physical memory modules that form the logical memory bank.
Once again, we assume that each logical memory bank is constructed using at most
k physical memories. It is important to note here that a key difference between the
LME2PME and DirPME approaches is that, in the LME2PME approach the number
of logical memory bank is fixed (equal to Nl ). Hence, the chromosome are all of the same
size. However, in DirPME, each Li can be of a different size. Hence, the chromosomes
are of different sizes. Thus, a chromosome is a vector of d elements, where d = Li ∗ k+ 1
and Li is the number of logical memory banks for ith chromosome. The first element
of a chromosome is Li and it can take value in (0 .. maxbanks), where maxbanks is the
maximum number of logical banks given as input parameter. The remaining elements
of a chromosome can take a value in (0 .. m), where 1..m represent the physical memory
module id in the semiconductor vendor memory library. Here, the index 0 represents a
void memory (size zero bits) to help the memory allocation step to construct physical
memories.
For decoding a chromosome, first Li is read and then for each of the Li logical banks,
k physical memory modules used to construct the logical banks are read. With the
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Fig. 7. GA formulation of physical memory exploration.

k physical memory modules, corresponding to a logical memory bank, a rectangular
memory bank is formed. We have used the same memory allocator (described in
Section 4.2.1 which performs exhaustive combinations with the k physical memory
modules to get the largest logical memory with the required word size. In this process
it may happen that some of the physical memory modules may be wasted. For example,
if k = 4, and the 4 elements are 2K×8bits, 2K×8bits, 1K×8bits, and 16K×8bits and
if the bit-width requirement is 16-bits then our memory allocator builds a 5K×16bits
logical memory bank from the given 4 memory modules. Note that 11K×8bits is
wasted in this configuration and this memory module’s area is not included in the
logical memory’s memory area. The memory area of a logical memory bank is the sum
of the memory area of all the physical memory modules. This process is repeated for
each of the Ln logical memory banks. The memory area of a memory architecture is
the sum of the area of all the logical memory banks.
5.2.2. Crossover and Mutation Operations. Crossover operation is performed with a contraint that the crossover point is always aligned on the logical bank boundary, which
is equivalent to every k physical memory modules. Note that every element in the
chromosome representation is an integer, which is used as a index to pick a physical
memory module from a memory library. Mutation operation is performed on each of
the element and hence no contraint is needed here. Figure 7 illustrates the crossover
and mutation operations.
5.2.3. Fitness Function and Ranking. For each of the individuals, the fitness function
computes Marea Mpow and Mcyc . The value of Mcyc is computed by data layout using
the heuristic explained in Section 3. The Marea is obtained from the memory mapping
block, which is the sum of area of all the memory modules used in the chromosome.
Memory power computation is performed in the same way as described in Section 4.2.3. Once the Marea Mpow and Mcyc are computed, the chromosomes are ranked
as per the process described in Section 4.2.3.
6. EXPERIMENTAL RESULTS AND METHODOLOGY
6.1. Experimental Methodology

We have implemented the LME2PME and the DirPME methods as a framework
to perform memory architecture exploration. We have used Texas Instruments (TI)
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Fig. 8. Vocoder: Memory Exploration (All design points explored and nondominated points).

TMS320C55X DSP and Texas Instruments Code Composer Studio (CCS) environment
for obtaining the profile data and also for validating the data-layout placements. We
have used a set of 3 different applications, namely Vocoder, MPEG and DSL applications from the multimedia and communications domain as benchmarks to evaluate our
methodology. The vocoder application is the Adaptive Multi-Rate (AMR) vocoder used
in the GSM wireless standards. MPEG-2 is the popular audio compression standard
used widely in multimedia benchmarks. The Digital Subscriber Line (DSL) benchmark
consists of front-end error correction schemes, CRC, R-S coder/decoder, interleaver and
modulation. The applications are compiled with the C55X processor compiler and assembler. The profile data is obtained by running the compiled executable in a cycle accurate SW simulator. To obtain the profile data we use a memory configuration of a single
large bank of single-access RAM to fit the application data size. This configuration is selected because this does not resolve any of the parallel or self conflicts, so the conflict matrix can be obtained from this simulated memory configuration. The output profile data
contain (a) frequency of access for all data sections and (b) the conflict matrix. The other
inputs required for our method is the application data section sizes, which were obtained from the C55X linker. For performing the memory allocation step, we have used
TI’s semiconductor memory library. The area and power numbers are obtained from the
memory library. We report the normalized performance numbers for Mcyc , Mpow , and
Mcost for various memory architectures, normalized for each application. The results
were obtained by running the LME2PME and the DirPME memory exploration frameworks on a standard desktop configuration. The results from the LME2PME method
are presented in the following section. In Section 6.3, we present the results from the
DirPME framework. Finally, we compare the results from LME2PME and DirPME.
6.2. Experimental Results from LME2PME

6.2.1. LME2PME Step-1: LME Results. The objective is to obtain the set of Pareto-optimal
points that minimizes either memory cost or the memory cycles. Figures 8, 9, and 10
plots all the memory architectures explored for each of the 3 applications using the
GA approach. In these figures, the x-axis represents the normalised memory cost as
calculated by Eq. (1). We have used Ws = 1, Wd = 3 and We = 0.05 in our experiments.
Based on these values and from Eq. (1), the important data range for x-axis (Mcost ) is
from 0.05 to 3.0. It can be seen that Mcost = 0.05 corresponds to an architecture where
all the memory is only off-chip memory, while Mcost = 3.0 corresponds to a memory
architecture that has only on-chip memory composed of DARAM memory banks. The
y-axis represents the normalized memory stall cycles, which is the number of processor
cycles spent in data accesses. This includes the memory bank conflicts and also the
additional wait-states for data accessed from external memory.
Figures 8, 9, and 10 also plots the nondominated points with respect to memory
cost and memory cycles. Note that each of the nondominated point is a Pareto optimal
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Fig. 9. MPEG: Memory Exploration (All design points explored and nondominated points).

Fig. 10. DSL: Memory exploration (All design points explored and nondominated points).

Fig. 11. Voice encoder: Memory architecture exploration - Using LME2PME approach.

memory architecture for a given memory cost or memory cycles. The results present
150-200 nondominated solutions (that represents optimal architectures) for each of the
application.
It should be noted that the nondominated points seen by the multiobjective GA are
only near optimal, as the evolutionary method may result in another design point in
future generations that could dominate.
6.2.2. LME2PME Step-2: Physical Memory Space Exploration Results. As discussed in Section 4, the physical memory space exploration step performs memory exploration in the
physical memory space to implement memory architectures according to the Paretooptimal logical memory design points, which are obtained from the LME, with the
objective to obtain Pareto-optimal physical memory architectures that are interesting
from a area, power and performance viewpoint. Figures 11, 12, and 13 present the
results of the LME2PME approach for the three applications. In these figures, the
x-axis represents the total memory area (normalized) required by a physical memory
architecture and the y-axis represents the total power (normalized) consumed by the
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Fig. 12. MPEG: Memory architecture exploration - Using LME2PME approach.

Fig. 13. DSL: Memory architecture exploration - Using LME2PME approach.

memory accesses. Note that the memory area reported in these figures is based on
the actual area required by the corresponding physical memory architecture. In the
figures, each plot corresponds to a set of performance operating points from the LME.
Note that the performance points are grouped to reduce the number of plots so that it
is easier to analyze the results. Performance band 0 − 0.1 corresponds to an operating
point that resolves > 90% memory stalls (from the on-chip memory bank conflicts)
and hence is a high performance operating point. Similarly, the performance band of
0.8 − 0.9 corresponds to an operating point that resolves only 10 to 20% of memory
stalls and hence is a lower performance operating points.
For each of the Pareto-optimal logical memory architecture, the memory allocation
exploration step constructs a set of physical memory architectures that have different area-power operating point. Note that the performance (number of memory stalls)
remain unchanged from the LME step. Each point in the Figures 11, 12, and 13 represents a physical memory architecture. It can be observed from these figures that
each plot presents a wide choice of area-power operating points in the physical view.
Note that the plots are arranged from the high performance band to low performance
band. Each plot starts from a high-area and high-power region and ends in a low-area
and low-power region. Observe that all the high-performance (low-memory stalls) plots
operate on a high area-power region and a low-performance (high-memory stalls) operating points have a lower area-power values. Thus, from a platform design viewpoint,
a system designer needs to be clear on the critical factor among area, power and performance. Based on this information, the system designer can select the appropriate
set of operating points that are interesting from the system design perspective.
6.3. Experimental Results from DirPME

This section presents the experimental results on the DirPME approach. The objective
is to explore the memory design space to obtain all the nondominated design solutions
ACM Transactions on Embedded Computing Systems, Vol. 11, No. 1, Article 5, Publication date: March 2012.

On-Chip Memory Architecture Exploration Framework

5:19

Encoder48 − Memory Architectcure Exploration

5

x 10
2.4
2.2

Memory Power

2
1.8
1.6
1.4
1.2
1
0

1

1

0.8

2
0.6

3

5

x 10

0.4
Memory Area
Memory Stalls

Fig. 14. Voice encoder (3D view): Memory architecture exploration - Using DirPME approach.

Fig. 15. Voice encoder: Memory architecture exploration - Using DirPME approach.

(memory architectures) that are Pareto optimal with respect to area, power, and
performance.
The Pareto-optimal design points identified by our framework for the voice encoder
application are shown in Figure 14. One can observe a set of points for each x-z plane
(memory power - memory stalls) corresponding to a given area. These represent the
trade-off in power and performance for a given area. The same graph is plotted as a
2D-graph in Figure 15 where architectures which require an area within a specific
range are plotted using the same color. These correspond to the points in a set of x-z
planes for the area range.
Figures 15, 16, and 17 show the set of nondominated points each corresponding to
a Pareto Optimal Memory Architecture for the three applications. It can be observed
from Figures 15, 16, and 17 that the increase in memory area results in improved
performance and power. Increased area will translate to one or more of on-chip memory, increased number of memory banks, and more dual-port memory—all these are
essential for improved performance. We look at the optimal memory architectures derived by our framework. In particular we consider three regions, R1, R2, and R3 in
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Fig. 16. MPEG encoder: Memory architecture exploration - Using DirPME approach.

Fig. 17. DSL: Memory architecture exploration - Using DirPME approach.

each of the figures. The region R1 corresponds to high performance, high area, and
high power; R2 corresponds to low performance, high area, and low power; and the
region R3 corresponds to medium performance, low area, and medium power. Since
the memory exploration design space is very large, it is important to focus on regions
that are critical to the targeted applications. The region R1 has memory architectures
with large dual-port memory that aids in improved performance but also is a cause
for high power consumption. The region R2 has large number of memory banks of
different size. This helps in reducing the power consumption by keeping the data sections with higher access frequency to smaller memory banks. But the region R2 does
not have dual-port memory modules and hence results in low performance. But the
presence of a higher number of memory banks increases the area. The region R3 does
not have dual port memory modules and also has lesser number of on-chip memory
banks. Since the memory banks are large, the power per access is resulting in higher
power consumption. Note that for a given area there can be more than one memory
architecture. Also it can be observed that for a fixed memory area, the design points
are Pareto optimal with respect to power and performance. Observe the wide range of
tradeoff available between power and performance for a given area. We observe that
by trading off performance, power consumed can be reduced by as much as 70-80%.
Table II gives details on the run-time, the total number of memory architectures
explored and the number of nondominated (near-optimal) points for each of the application. Note that even the number of nondominated design solutions is also large.
Hence, to select an optimal memory architecture for a targeted application, the system
designer needs to follow a clear top down approach of narrowing down the region (area,
power, performance) of interest and then focus on specific memory architectures. The
ACM Transactions on Embedded Computing Systems, Vol. 11, No. 1, Article 5, Publication date: March 2012.

On-Chip Memory Architecture Exploration Framework

5:21

Table II. Memory Architectures Explored - Using DirPME
Approach.

Application
Mpeg Enc
Vocoder
DSL

Time Taken
7.17.52
3.08.52
4.26.34

No of Arch
explored
9780
13724
7240

No of nondominated
points
735
558
1093

Table III. Nondominant Points Comparison LME2PME-DirPME.

Application
Mpeg
Enc
Vocoder
DSL

Method
LME2PME
DirPME
LME2PME
DirPME
LME2PME
DirPME

Num of
non-dom
(ND)
points
175
735
214
558
134
1093

Unique
ND pts
175
26
192
13
114
12

No of
Dominated
pts
0
709
22
545
20
1081

avg
min dist
from
unique
NDs
0.22%
0.37%
0.04%
0.49%
0.46%
0.38%

max of
min dist
from
unique
NDs
4.1%
6.2%
0.23%
6.8%
3.75%
7.08%

runtime
0.45.47
7.17.52
0.40.52
3.08.54
0.26.23
4.26.34

table also reports execution time taken on a standard desktop (Pentium 4 with 1.7Ghz).
As can be seen, the execution time for each of these application is fairly low.
6.4. Comparison of LME2PME and DirPME

In this section, we compare the nondominated points from the LME2PME and DirPME
approaches. Table III presents data on the total number of nondominated points obtained from LME2PME and DirPME. The number of unique nondominated points
listed in Column 4 represents the solutions that are globally nondominated but present
only in one of LME2PME or DirPME approach.
The presence of unique nondominated points in one approach means that this point is
missing in the other approach. The ratio of Column 4 to Column 3, in a way represents
the efficiency of an approach. We observe that this ratio is low for DirPME approach
compared to LME2PME. The number of unique nondominated points in DirPME increases if time allotted to DirPME is increased.
Further, Column 5 reports the number of nondominated points identified by one
method that gets dominated by points in the other method. For example, for the MPEG
encoder benchmark, 709 of the nondominated design points reported by DirPME are in
fact dominated by certain design points seen by the LME2PME approach. As a consequence the unique nondominated points reduces to 26 for this benchmark. In contrast,
LME2PME fares 175 nondominated points of which none are dominated by DirPME
approach. In fact, this trend is observed almost for all benchmarks. Thus, the data from
experiments point that LME2PME performs a better job than DirPME. Further, the
LME2PME also takes less execution time for identifying these nondominated points
(Column 8).
One concern that still remains is the set of unique nondominated points identified by
DirPME but not by LME2PME. If these design points are interesting from a platform
based design, then to be competitive the LME2PME approach should at least find a
close enough design point. In order to quantitatively assess this, we find the minimum
of the Euclidean distance between the each unique nondominated point reported by
DirPME to all the nondominated points reported by LME2PME. The minimum distance is normalized with respect to the distance between the unique nondominated
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point to the origin. This metric in some sense represents how close a nondominated
point in DirPME approach is to a point in LME2PME. If we could find an alternate
nondominated point in LME2PME at a very close distance to the unique nondominated
point reported by DirPME, then the LME2PME’s solution space can be considered as
an acceptable superset. In Column 6, we report the average (arithmetic mean) minimum distance of all unique nondominated points in DirPME to the nondominated
points in LME2PME. A similar metric is reported for the unique nondominated points
identified by DirPME. We also report the maximum of the minimum distance for all
unique nondominated points in Column 7. The worst case average distance from unique
nondominated points is 0.46% for LME2PME and 0.49% for DirPME. Thus, for every
unique nondominated point reported by DirPME, the LME2PME method can find a
corresponding nondominated point within a distance of 0.46%. In Column 7, we report
the maximum of minimum distance of all nondominated points in DirPME to the nondominated points in LME2PME. The same metric is presented the other way, that is,
the maximum of minumum distance of all nondominated in LME2PME to the nondominated points in DirPME. Observe from Cloumn 6 that for every nondominated point
that is missing in LME2PME and reported in DirPME, we can find a close enough
nondominated point in LME2PME at most within 4.1% distance from the missing
point for MPEG benchmark. Simillarly, for every new nondominated point reported by
LME2PME, we can find a close enough nondominated point in DirPME at most within
6.2% distance from the missing point. Finally, in Column 8, the runtime for all the
benchmarks for both approaches are reported. Note that the DirPME approach takes
significantly more time than the LME2PME approach.
In summary, we observe that LME2PME finds more nondominated points in general
and offers better solution quality for a given time. The initial LME step performed
in LME2PME approach is very effective in identifying nondominated points at logical
memory space and this helps in directing the search in physical space in a more
efficient way.
7. RELATED WORK
7.1. Data Layout

Several efficient heuristic approaches for data layout have been published in the literature [Avissar et al. 2001; Hiser and Davidson 2004; Ko and Bhattacharyya 2003;
Leupers and Kotte 2001; Panda et al. 1998; 2000; Saghir et al. 1996; Sjodin and Platen
2001; Sundaram and Pande 1998; Udayakumaran et al. 2005]. Avissar et al. [2001]
present an Integer Linear Programming (ILP)-based technique for compiler to automatically allocate data to on-chip memory or external memory based on the access
frequency. Avissar et al. [2001] handle the data partitioning problem for globals, and
stack variables. Leupers and Kotte [2001] present an interference graph based approach
for partitioning variables that are simultaneously accessed in different on-chip memory
banks. For a given interference graph, the Integer Linear Programming (ILP) approach
is used to solve the problem of maximizing the weights (number of parallel accesses).
This work does not consider DARAM, which is very important for DSP applications.
Also ILP-based approaches may not be practical for complex applications. To avoid
the cycle costs from self-conflicts (multiple simultaneous accesses to the same array),
Saghir et al. [1996] suggests partial duplication of data in different memory banks.
Ko and Bhattacharyya [2003] present a simple heuristic to partition data with the
objective of resolving parallel conflicts and also balance the size of the partitions.
Balancing is important as typically programmable processors have equal sized memory
banks. This work uses benchmarks written in “C” and hence the conflict graph is very
sparse and only bipartite graphs are obtained from the compiler. Because of this,
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they could resolve all the conflicts and their main focus is only on balancing the data
partitions. But typically the DSP applications will have dense graph as the critical
part of software is developed in hand-optimized assembly. Their work does not address
parallel conflicts between more than two arrays. Also they do not consider dual access
RAMs. Their objective is to reduce the data conflicts and improve run-time.
Sundaram and Pande [1998] present an efficient data partitioning approach for data
arrays on limited-memory embedded systems. They perform compile-time partitioning
of data segments based on the data access frequency. The partitioned data footprints
are placed in local or remote memory with the help of 0/1 Knapsack algorithm. Here,
the data partitioning is performed at a finer granularity and because of this, the
address computation needs to be modified for functional correctness. In contrast, in our
work, the data partitioning is performed at the data section level and hence no source
code modification is necessary. A data-partitioning technique is presented that places
data into on-chip SRAM and data cache with the objective of maximizing performance
[Panda et al. 2000]. In our work, the target architecture does not have caches and hence
the approaches are not directly comparable.
7.2. Memory Architecture Exploration

Memory architecture exploration is performed in Cao et al. [2002] using a low-energy
memory design method, referred as VAbM, that optimizes the memory area by allocating multiple memory banks with variable bit-width to optimally fit the application
data. Benini et al. [2002] present a method that combines the memory allocation and
data layout together to optimize the power consumption and area of memory architecture. They start from a given data layout and design smaller (larger) bank size for
the most (least) frequently accessed memory addresses. In our method, the data layout is not fixed and hence it explores the complete design space with respect to area,
performance and power. Performance-energy design space exploration is presented in
Szymanek et al. [2004]. They present a branch and bound algorithm that produces
Pareto trade-off points representing different performance-energy execution options.
In Seo et al. [2002], an integrated memory exploration approach is presented that
combines scheduling and memory allocation. They consider different speed of memory
accesses during memory exploration. They consider only performance and area as objectives and they output only one design point. In our work, we consider area, power,
and performance as objectives and we explore the complete design space to output
several hundreds of Pareto optimal design points.
There are other methods for memory architecture exploration for target architectures involving on-chip caches [Palesi and Givargis 2002; Ascia et al. 2001]. The cost
functions and the solution search space will be very different for a cache based memory
architecture used in Palesi and Givargis [2002] and Ascia et al. [2001] and an on-chip
scratch-pad-based DSP memory architecture used in our article.
The physical memory mapping step of LME2PME approach is not equivalent to
traditional memory packing or memory allocation process [Seo et al. 2003]. Memory
allocation step typically constructs a logical memory architecture with a set of physical
memories considering minimizing memory area as the objective criteria. But in our approach, the physical memory mapping has to consider two inputs: (a) area optimization
by picking the right set of memory modules and (b) power optimization by considering
the memory access frequency of data sections placed in a logical bank. Note that these
are conflicting objectives and our approach outputs Pareto-optimal design points.
8. CONCLUSIONS

In this article, we presented two different approaches for Physical Memory Architecture Exploration. The first method, called LME2PME method, is a two-step process
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and performs Logical and physical memory space exploration independently in a twostep approach. The second method is a direct physical memory architecture exploration
(DirPME) framework that integrates memory exploration, logical to physical memory
mapping and data layout. Both LME2PME and DirPME approaches addressed three
of the key system design objectives (i) memory area, (ii) performance, and (iii) memory power and provide a fully automated approach which meets the time-to-market
requirements. These approaches explore the design space and gives a few hundred
Pareto-optimal memory architectures at various system design points in a few hours of
runtime. The LME2PME method offers flexibility with respect to exploring the design
spaces in logical and physical memory architectures independently. This enables the
system designers to start the memory architecture definition process without locking
the technology node and semiconductor vendor memory library. Our experimental results also show that the LME2PME approach offers better quality solutions at lower
execution time.
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