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Abstract

This paper proposes a Petri net model for a commer-
cial network processor (Intel IXP architecture) which is
a multithreaded multiprocessor architecture. We consider
and model three different applications viz., IPv4 forward-
ing, Network Address Translation, and IP Security running
on IXP 2400/2850. A salient feature of the Petri net model
is its ability to model the application, architecture and their
interaction in great detail. The model is validated using the
Intel proprietary tool (SDK 3.51 for IXP architecture) over
a range of configurations.

We conduct a detailed performance evaluation, identify
the bottleneck resource, and propose a few architectural ex-
tensions and evaluate them in detail.

1 Introduction

In recent years there has been an exponential growth in
Internet traffic leading to increasing network bandwidth
requirements which has led to stringent processing re-
quirements on network layer devices like routers. Present
backbone routers on OC 48 links (2.5Gbps) have to
process four million minimum-sized packets per second. In
addition, the processing requirements on the routers have
changed, with a need to support encryption/decryption of
data, intelligent routing, and quality of service guarantees
at line rates. As a consequence, application specific
processors in routers (network processors) have become
the core element in design of routers.

Commercial network processors [9] [10] are store-
forward architectures that buffer incoming packets in a
buffer memory (usually the DRAM), process the packets,
and forward it to the corresponding output port. NPs
employ multiple parallel processors to exploit packet
level parallelism inherent in network workloads. Network
workloads are memory intensive streaming applications
and NPs use hardware multithreading to reduce the latency
effects of memory accesses.

Previous work on performance evaluation of NPs [4]
uses a simple analytical model. However this work ignores
the processor memory interaction of network application.
In particular packets are assumed to be in the memory
(DRAM). Our study shows that packet buffer memory
(DRAM) is the bottleneck and hence processor-memory
interaction needs to be modeled accurately. Further, earlier
performance evaluation studies of NPs [20] do not evaluate
the performance of different applications on the NPs. We
have developed Petri net models for different applications
running on the IXP series of processors. The application
modeled include IPv4, NAT on IXP 2400, and IPSec
protocols (AH, ESP) on IXP 2850. Our model captures the
packet flow from the Receive FIFO to the Transmit FIFO.
The performance of an application on the architecture is
evaluated by simulating the Petri net using CNET [24],
a Petri net simulator. The main feature of our model is
its ability to model the processor, application and their
interaction in sufficient detail. The performance results
thus obtained are validated by running the same application
on the Intel SDK 3.5 tool.

Our performance results indicate that the DRAM mem-
ory used for packet buffering is the bottleneck. They show
that multithreading is effective only up to a certain num-
ber of threads. Beyond this threshold packet buffer mem-
ory (DRAM) is fully utilized and multithreading is not ben-
eficial. Since the transmit rate is limited by the packet
buffer memory utilization, we investigate the following ap-
proaches to reduce the DRAM utilization.

� In the IXP processor, the SRAM is utilized only upto
27% while the DRAM is fully utilized. Hence we ex-
plore placing the packet header in SRAM and packet
payload in DRAM. This gives an improvement in
transmit rate by upto 20%.

� Increasing the number of DRAM banks from 4 to 8
improves the throughput by upto 20%. However when
the number of banks is 8, the hash unit, a task specific
unit used for performing hardware lookup, becomes
the bottleneck. Increasing the number of hash units
from 1 to 2 gives an improvement in the throughput by
upto 60% as compared to the base case. The additional



hash units can replace a few microengines without af-
fecting the performance.

� Throttling the number of outstanding memory requests
results in an improvement in transmit rate by upto 47%
as compared to the base case.

In the following section we provide an overview of the
IXP processor architecture. Section 3 describes the different
network applications used in our study. In Section 4 we
describe the Petri net model. In section 5 we present the
performance results. Section 6 reviews the related work in
this domain and section 7 provides concluding remarks.

2 Background

2.1 IXP Architecture

IXP processors [11] are multithreaded multiprocessor
architectures which are typically employed in backbone
routers.
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Figure 1. Internal IXP 2400 Architecture.

The architecture of IXP 2400 processor is depicted in
Figure 1, consists of a Xscale core, eight microengines,
and application specific hardware units like hash and crypto
unit.

The Xscale is a 32 bit RISC processor, used to handle
control and management plane functions [23] (e.g., routing
table update) and to load the microengine instructions.
IXP 2400 contains eight 32 bit microengines each running
at 600 MHz. Each microengine contains eight hardware
contexts, for a total of 64 threads. There is no context
switch overhead. There are 256 programmable General
Purpose Registers in each microengine equally shared
between the eight threads. There is a 4K instruction store
associated with each microengine. The IXP 2850 has 16
microengines, 128 threads, and operates at 1400 MHz.

The IXP chip contains task specific functional units,
hash unit (in IXP 2400 and 2850) and crypto unit (in IXP
2850), accessible by all the microengines. The hash unit
can be used in a hash based destination address lookup [20].
The IXP2850 contains two crypto units which implement
3DES, AES, SHA-1 algorithms in hardware. The crypto
unit has 1KB RAM for buffering input data.

The IXP processor provides supports for SRAM and
DRAM. The RAMs are off chip and communicate with
the processor using a high speed data path of bandwidth
6.4 Gbps (for IXP 2400). The DRAM is used for packet
buffering and SRAM stores state table information like
routing table, NAT table, and SPI (Security Parameter
Index) index. IXP 2400 supports DRAM and SRAM sizes
up to 512 MB and 8 MB respectively.

The IXP chip has a pair of FIFOs, Receive FIFO and
Transmit FIFO, used to send/receive packets to/from the
network ports, each of size 8 KB. A data path exists
between the microengines and DRAMs to the FIFOs.

A thread in a microengine requesting a memory access
or a hash/crypto unit places the request in the following
way. The thread places its access request in the respective
microengine command queue. A maximum of four out-
standing requests can be placed in a single microengine
command queue. A common command bus arbiter moves
the request from the microengine command queue to the
respective task unit/memory. Requests in the task units are
processed in FIFO order. In case of memory (DRAM),
memory accesses to the same bank are processed in FIFO
order. Each FIFO allows a maximum of sixteen requests
to be placed in its FIFO. If any of the memory/task FIFOs
fills to a threshold level (a queue length of 10) then the
corresponding unit (memory/task unit) applies a back pres-
sure mechanism on the command bus arbiter. This prevents
further issue of requests from all microengines containing
a request of this type at the head of their command queue.
This consequently can fill the microengine command
queue. So in this scenario a thread in a microengine
attempting to place a request in the command queue stalls
since the queue is full. Our performance results indicate
that these stalls result in significant wastage of microengine
clock cycles since other threads waiting to execute in the
microengine are prevented in doing so.

2.2 Packet Flow in IXP Processors

Packets arrive from the external link to the input ports
and get buffered at the input port buffers. Packets are then
transferred to the RFIFO of the NP through a high speed
media interface. When a thread in a microengine is avail-
able it takes control of the packet and transfers the packet
from the RFIFO to the DRAM. The packet/packet header
is read from the DRAM by the corresponding thread. The
thread processes the packet/header, modifies it as necessary,
and writes back the new packet/header to the DRAM. Next



the thread places the packet in the TFIFO of the NP and
writes the packet to the corresponding output port buffer
through the media interface. The thread is freed and the
packet is forwarded to the next hop through the external
link.

3 Network Applications

Network applications can be broadly classified, de-
pending on the type of processing, into two types: Header
Processing Applications (HPA) and Payload Processing
Applications (PPA) [4]. The processing in HPA is inde-
pendent of the packet size and type of the packet payload.
These applications involve a header field interrogation,
and table lookup. Examples include IPv4 forwarding and
NAT. PPA represent applications that access the entire
packet, and the amount of processing is dependent on the
size of the packet. These applications typically involve
an encryption/decryption on the entire packet. Examples
include IP Security protocols.

We have selected four applications each representa-
tive of HPA or PPA in our study. The HPA programs
chosen are IPv4 forwarding [1] and NAT [19], and the
PPA programs used are IP Security protocols: Authenti-
cation Header(AH) [15] and Encapsulation Security Pay-
load(ESP) [16].

3.1 IP Forwarding

IP forwarding is a fundamental operation performed by
the router. We focus on forwarding for IP version 4 pack-
ets [1]. IPv4 uses the IP header of the packet to determine
the destination address. A lookup is performed based on
the destination address in the IP to determine the destina-
tion port number and the next hop address. The lookup ta-
ble is stored in the SRAM. This paper uses a hash based
lookup [20]. Further, the time to live field in the IP header
is decremented, the cyclic redundancy checksum (CRC) is
recomputed, and the packet is then forwarded to the next
hop.

3.2 Network Address Translation

Network Address Translation or NAT [19] is a method
by which many network addresses and their TCP/UDP
ports are translated into a single network address and its
TCP/UDP ports. We focus on NAT for TCP protocols.
When a host in the LAN, which is assigned a local IP
address, initiates a TCP session through the router to an
external network, the router changes the source IP address
field in the IP header to the globally visible router IP
address. In addition, a unique port number is allocated by
the router to the session.

The tuple consisting of protocol (TCP or UDP), source
IP address, and the source port number distinguishes a con-
nection. The translation table stores the tuple and the corre-
sponding private IP address.It is used to route packets from

the external network to the corresponding local node. The
translation table is typically stored in the SRAM.

3.3 IP Security

IPSec protocols [21] are used to provide privacy and
authentication services at the IP layer. The two protocols
supported by IPSec are: Authentication Header(AH) [15]
and Encapsulation Security Payload (ESP) [16].

IP Authentication Header (AH) is used to provide
connectionless integrity and data origin authentication for
IP datagrams while the IP Encapsulation Security Payload
(ESP) encrypts the TCP/UDP segment in addition to the
AH features.

IPSec protocols use a network handshake mechanism be-
tween the source and the destination using a security associ-
ation (SA) . The security Association is a 3 tuple containing
security protocol (AH or ESP), source IP address and a 32
bit connection identifier referred to as SPI (Security Param-
eter Index). SPI contains a shared key used for encryption,
and the encryption algorithm. After the handshake, the req-
uisite computation is done depending on the protocol. A
digital signature is computed over the packet payload. The
key shared with the destination is used in the signature com-
putation. The AH/ESP header is placed after the IP layer
protocol but before the higher level protocols. In case of
ESP, in addition to all the processing needed in AH , the
higher layer protocol is encrypted and placed after the ESP
header.
We assume that the SPI data, in particular the shared key is
stored in SRAM.

4 Petri Net Model of the Network Processor

We initially describe the Petri net model for a single
microengine running IP forwarding algorithm and later
provide extension for multiprocessors. The model for other
applications are developed in a similar manner.

We make the following assumptions in our model. We
assume that all microengines are executing the same appli-
cation. We also assume packets of constant size (64 Byte),
equal to the minimum sized packet in Ethernet, as in [20].
This assumption corresponds to the performance of the net-
work processor under Denial of Service attacks [5]. We
have used the timed Petri net model in our performance
evaluation study.

4.1 A Single Microengine Petri Net Model

Figure 2 shows the part of the Petri net model for
a single microengine running the IPv4 application. For
clarity, only a part of the model which captures the flow of
packets from the external link to DRAM through the MAC
is shown. The firing time of a timed transition in our model
takes either deterministic or exponentially distributed (over
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Figure 2. Petri Net Model for a Single Micro-
engine in IXP 2400 Running IPv4 Application

a mean) values. In the following description, words in
italics represent places/transitions.

The place INPUT-LINE represents the external link.
Packets arrive at IMAC, the input MAC, from the external
link at line speed. If an input port (IPORT) in the MAC is
free and if there is sufficient MAC memory, i.e., at least a
token in IMAC, the packet gets buffered in MAC. A token in
RMACMEM indicates that a packet has been buffered in the
MAC. If a thread is free, denoted by a token in THREAD,
it takes control of the packet and transfers the packet to the
receive buffer (RFIFO) in the IXP chip. The initial marking
of place THREAD denotes the total number of threads in
a microengine. If the microengine is free, represented by
a token in UE, the thread executes for UE-PROCESSING
amount of clock cycles, and moves the packet from RFIFO
to DRAM. The thread swaps out, denoted by the arc from
SWAP-OUT to UE, after initiating a memory transaction by
placing the request for memory access in the microengine
command queue (UE-CMD-Q). The availability of a free
entry in the command queue is denoted by a token in the
place UE-CMD-Q. The memory request is then moved
from UE-CMD-Q to DRAM-Q through the command bus
arbiter (CMD-BUS). The memory request gets processed
by DRAM and a token is placed in DRAM-XFER indicating
the completion of the memory operation.

The places UE, DRAM, CMD-BUS represent conflicts,
i.e., there can be two events competing for a common
resource. Conflicts are resolved by assigning probabilities
to the conflicting events. Our Petri net model assigns equal

probabilities for accessing shared resources.

The transitions, MAC-FIFO, and RFIFO-DRAM rep-
resent packet flow from MAC to RFIFO, and RFIFO to
DRAM respectively. These transitions also represent the
packet flow in the network processor.

The places UE, THREAD, UE-CMD-Q, DRAM-Q,
CMD-BUS represent various resources in the architecture
and hence model the processor architecture. The timed
transitions UE-PROCESSING and RFIFO-DRAM represent
the specific tasks and the time taken by these transitions
models the time taken by the corresponding tasks in the
specific unit. Thus the Petri net model is able to capture the
processor architecture, applications, and their interaction in
detail.

4.2 Multiple Microengine Petri Net Model

We use coloured Petri nets for modeling multiple
microengines. In network applications, each microengine
processes packets which are independent of packets pro-
cessed by other microengines [3]. The processing done
by each microengine (described in the earlier subsection)
is represented by a colour. The number of microengines
is represented by tokens, of different colours, in the place
UE .

4.3 Memory Modeling

There are a total of 4 DRAM banks in the IXP chip. We
say that a bank conflict arises when two memory accesses
are attempting access to the same bank. We model bank
conflicts using a probability p1; two memory accesses
conflict with each other with a probability 1-p1. When this
happens, one of the conflicting request is delayed by an
average DRAM access time.

5 Performance Evaluation and Simulation
Results

5.1 Simulation Methodology

We have developed Petri net models for IPv4 and NAT
running on IXP 2400 and IPSec protocols (AH and ESP)
running on IXP 28501. The PN model is simulated using
CNET [24], for different applications. In order to validate
the Petri net results we have implemented all the appli-
cations in MicroengineC [13], a high level programming
language for Intel network processors and simulated on
SDK 3.51 [12]. The simulations were performed for
different number of microengine/thread configurations for

1IXP 2400 does not provide specific support for cryptographic applica-
tions and the crypto unit is only present in 28XX.



a total of 16 configurations. We model packet arrivals as
exponentially distributed [2] with a mean

�
, where

�
is

the mean inter arrival time for a given distribution. In our
study we assume a line rate of 6 Gbps and a fixed packet
size of 64 bytes2. Further, we assume that to access 8B
of data, the DRAMs and SRAMs take 50 nano seconds
and 8 nano seconds respectively [14]. However to access
larger chunks of data (like 64 B) in DRAM which are
in contiguous memory locations, only an additional 5
nanosecond per 8B is required [8].

We make the following assumptions in our simulation.
The packet sizes are assumed to be constant and of min-
imum size (64 B), this assumption is used for worst case
scenarios in case of DoS attacks. In case of NAT, we assume
a constant session size of 10 kilobytes, we also assume that
packets from the external link and packets from local net-
work arrive in the NP from mutually exclusive ports. In the
following subsection we use the following conventions. A
reference to PN simulation refers to Petri net model simu-
lation. A 2X8 configuration refers to a configuration with
2 microengines and each microengine is executing from 8
threads.

5.2 Validation Results

The following system parameters have been measured
from the SDK simulation and the PN simulation. We use
these parameters to compare the results from the PN model
and the Intel SDK simulator.

� Throughput : The throughput of the NP, measured in
Gigabits per second, is the aggregated (from all ports)
number of packets transmitted.

� Microengine Utilization : This parameter gives the
time average utilization of each microengine which in-
cludes the time the microengine is executing, aborted,
and stalled.

� Microengine command queue length : This parameter
gives the time averaged command queue length of a
single microengine.

� DRAM Queue Length: This metric is the time averaged
queue length of the DRAM queue.

� Microengine Stall Percentage: This metric gives the
percentage of time a thread in a microengine is stalled.

Due to space constraints, we present here only results
for IPv4 and AH which are representative of HPA and
PPA applications respectively. Results for NAT and ESP
are similar to IPv4 and AH respectively and can be found
in [6]. The results presented have been arranged in the
increasing order of the total number of threads.

Figure 3 shows the transmit rates obtained from Petri
net and SDK simulations for IPv4 and AH. In the Petri net

2For these parameters � is 0.24 micro seconds.

simulation, we used different bank conflict probabilities.
For all applications we observe that the transmit rates
obtained from the Petri net simulations follow a similar
trend to the SDK simulation. In particular, the throughput
rates from the SDK simulation closely follow that of the
Petri net simulation for bank conflict probabilities 0.5 and
0.7. Even though the variation for other bank conflict
probabilities are somewhat higher, the Petri net simulation
is able to predict the trend in general well.

In Figure 4, we compare the average utilization of
microengine as observed from the Petri net and SDK
simulations. Once again these values closely match and
follow the same trend. These results essentially validate
our Petri net model and their performance results obtained
from them.

The throughput varies differently in payload processing
applications as compared to header processing applications
This is because the PPA applications are computationally
more intensive and hence the microengine utilization is
high (refer to Figure 4). This explains the decrease in
throughput for configurations with higher threads per
microengine.

5.3 Throughput

Figure 3 shows the transmit rates for IPv4 and AH.
We observe that as the total number of threads increases,
the throughput increases and reaches 3 Gbps for header
processing applications (IPV4) and nearly 4 Gbps for
payload processing applications (AH). These correspond
to OC-48 and higher line rates. Also we observe that the
throughput saturates beyond a total of 16 threads which
occurs due to a high DRAM utilization (refer to Figure 5).

We further observe that the throughput drops in SDK
simulations in case of IPv4 for 4X4 configurations and
beyond. This is due to the negative feedback mechanism,
as discussed in section 2.1, which arises when the average
DRAM queue length is greater than the threshold (10.81
for IPv4). It results in the threads to stall (76% stall for
IPv4) thus leading to a lower throughput.

The DRAM utilization in AH and ESP are lower (less
than 60%) for 16 or more threads3. This is because for
these applications, certain memory accesses such as packet
header, only the first pipeline stage in the DRAM is used.
Hence the DRAM utilization is lower.

It is interesting to note that the throughput rate for
payload processing application is higher by 33% compared
to that for header processing applications. This is because
of faster accesses in Rambus DRAM which helps in
supporting higher number of memory requests and hence

3DRAM utilization for Rambus DRAM is calculated as the average
utilization for all the four pipe stages.
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Figure 3. Transmit Rates from PN and SDK Simulations.

0

20

40

60

80

100

120

1x1 1x2 2x1 1x4 2x2 4x1 1x8 2x4 4x2 8x1 2x8 4x4 8x2 4x8 8x4 8x8

P
E

R
 M

E
 U

T
IL

IZ
A

T
IO

N
 %

 Micro engine- Number of threads

IPv4 SDK RESULT
CNET RESULT BANK PROB=0.3
CNET RESULT BANK PROB=0.5
CNET RESULT BANK PROB=0.7
CNET RESULT BANK PROB=0.9

(a) IP4

0

20

40

60

80

100

1x1 1x2 2x1 1x4 2x2 4x1 1x8 2x4 4x2 8x1 2x8 4x4 8x2 4x8 8x4 8x8

P
E

R
 M

E
 U

T
IL

IZ
A

T
IO

N
 %

 Micro engine- Number of threads

IPSEC AH SDK RESULT
CNET RESULT BANK PROB=0.3
CNET RESULT BANK PROB=0.5
CNET RESULT BANK PROB=0.7
CNET RESULT BANK PROB=0.9

(b) AH

Figure 4. Comparison of Microengine Utilization from PN and SDK Simulations.

DRAM Q length Stall %
Config IP4 NAT AH ESP IP4 NAT AH ESP
4X8 10.9 9.7 4.7 5.08 29.5 11.5 13.8 22.4
8X8 10.8 8.3 9.2 9.63 76.8 65 31.96 61.5

Table 1. Time Average DRAM Queue Length and Stall Percentage for 8 threads per ME.

the higher throughput.

Figure 4 and Figure 6 show the microengine utiliza-

tion and the average microengine command queue length
respectively on a per microengine basis. Both these pa-
rameters follow a triangular pattern for all the applications.
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Figure 5. DRAM utilization for Different Bank Probabilities.
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Figure 6. Average Microengine Queue Length for Different Bank Probabilities.

This can be explained as follows. In a 1X8 configura-
tion, all the 8 threads execute on the same microengine
whereas in a 8X1 the eight threads execute on different mi-
croengines. This leads to a higher microengine utilization
for 1X8, nearly 60% for IPv4, as compared to a 8X1 con-
figuration, nearly 10% for IPv4.

5.4 Architecture Exploration

The main advantage of the PN model over the Intel SDK
simulator is the relative ease with which new architectural

features can be evaluated. Having validated the Petri net
approach using the SDK simulator, we can now use the for-
mer for evaluating the performance of a few enhancements
that we propose to improve the throughput of the network
processor.

We explore the memory architecture only for header
processing applications since their performance is memory
limited by the DRAM utilization. Below we present the re-
sults for IPv4. The results for NAT are identical and are not
presented here due to space limitations.



5.4.1 Impact of DRAM Banks and Hash Units

The validation results indicate that DRAM limits the
throughput significantly in IPv4 and NAT. Hence a larger
number of DRAM banks can be beneficial. Since the
number of banks is typically in powers of 2 we consider
increasing the DRAM banks to 8. Since DRAM is off chip,
pin count is the only constraint in increasing the number of
banks. We assume the width of DRAM channel to be same
as in the base IXP processor, and accordingly model the
channel.
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Figure 7. Impact of Architecture Exploration.

The performance results in Figure 7 indicate an improve-
ment in throughput by up to 20% (3.6 Gbps) with respect to
the base case. In particular, the performance improvement
increases when the number of threads increase from 8 to 16
(for configurations like 2X8 and 4X4). Further we observe
that the DRAM utilization decreases from 90% to 60%. As
the DRAM utilization reduces by upto 40%, the utilization
of the hash unit increases to more than 90% and it becomes
the bottleneck.

Next we evaluate the impact of increasing the number
of hash units. We consider a NP with 2 hash units. We
obtain a throughput of 4.8 Gbps (shown in Figure 7) an im-
provement of upto 60% in comparison with the base IXP
architecture. Further, we observe that the transmit rate does
not increase beyond 4 microengines, especially for config-
urations such as 8X2, 8X4. Also note that the utilization of
hash units decreases to 60% and the DRAM utilization also
remains around 60%. So an IXP architecture with only 4
microengines and 2 hash units gives a significant through-
put improvement (66%) but consumes almost the same area
as the base IXP processor. This is based on the area es-
timates given in [4] where a hash unit consumes almost
the same area as four microengines. So we believe that fu-

ture network processor architecture will need to scale spe-
cial processing units like hash units to support higher line
rates.

5.4.2 Better Utilization of SRAM

The performance results for HPA indicate that DRAM is
saturated beyond 16 threads whereas the SRAM utilization
is only 27 %. Further the memory access time for DRAM
is at least 5 times greater than a similar SRAM access.
Hence we consider placing the packet header, fixed length
of 20 Bytes, in SRAM and the packet payload in DRAM.
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Figure 8. Performance Enhancements from
Storing Packet Header in SRAM

This results in a performance improvement of up to
20% (Figure 8) in case of IPv4. Further we observe that
SRAM is now the bottleneck resource. This improvement
is due to the lesser memory access time for SRAM as
compared to DRAM. A major concern with this approach
is the buffering space in SRAM, as the SRAM size is
typically limited to 8 MB or 16 MB. However, even with an
8 MB SRAM and leaving 2 MB for lookup table and other
state information, we can still store as many as 300,000 (6
MB/20 B) packet headers. This scheme looks particularly
attractive since a significant performance improvement can
be achieved without any additional hardware overhead.
This also indicates alternative ways of buffering packet
headers in existing on chip memory, like the scratch
pad and local memory, can give significant performance
improvement without any additional cost.



5.4.3 Limiting the Number of Pending DRAM Re-
quests

In IPv4, we observe that the DRAM queue length to be
greater than 10, and stalls account for 75% of microengine
utilization (refer to Table 1).

Whenever the DRAM queue length exceeds 10, the feed-
back mechanism (discussed in section 2.1) prevents further
issue of DRAM accesses from the microengine command
queue to the DRAM command queue. This results in
blocking of other requests such as SRAM requests or hash
requests. To alleviate this, we limit the number of pending
DRAM requests from each microengine. This allows the
execution of ready threads as well as prevents blocking of
other accesses from each microengine command queue.
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Figure 9. Impact of Limiting Pending DRAM
Accesses per Microengine

In Figure 9 we plot the transmit rate under various con-
figuration when the number of pending DRAM requests
(COUNT) per microengine is limited to 1, 2 or 3. Lim-
iting the pending DRAM requests to 2 or 3, increases the
throughput by upto 47%. Note that the throughput obtained
in this case is also the the maximum throughput obtained
for IPv4 (refer to Figure 3).

6 Related Work

Wolf et al. [4] use an analytical performance model for
NPs to quantify different design alternatives and optimize
the design for power consumed per unit area for different
applications. Theile et al. [22] develop a framework for de-
sign space exploration of network processors. These ap-
proaches have used an analytical model for their evaluation.

Other approaches [3] [23] have used a simulation based
model for their evaluation. Crowley et al. [3] study the
impact of different processor architectures on network
applications. Spalink et al. [20] study the IXP 1200
processor for IPv4 forwarding and report forwarding rates
for different number of threads.

TPNs have been used in modeling multithreaded proces-
sors [7] [18]. Earlier works on Petri net modeling for multi-
threaded processors [7] [18], focused on modeling the pro-
cessor architecture while not accurately capturing the ap-
plication running on the processor. We propose Petri net
model and evaluate its performance using CNET a Petri net
simulator. Our model is different as it models the architec-
ture, application, and their interaction in great detail. The
Petri net model has been validated for different applications
using the SDK simulator. So the architecture exploration in-
vestigated using this model directly reflects the performance
improvements that can be obtained in commercial network
processors.

7 Conclusions

This paper develops a Petri Net model for a commercial
network processors (Intel IXP 2XXX) for different appli-
cations. The PN model is developed for three different ap-
plications viz IPv4, NAT and IPSec protocols and validated
using the Intel proprietary SDK simulator. The salient fea-
ture of our model is its ability to capture the architecture,
applications and their interaction in great detail.

We summarize our results as follows.

� Multithreading helps to improve the throughput. How-
ever increasing the total number of threads beyond a
certain point results in performance saturation.

� Increasing the number of microengines beyond 4 pro-
vides no gain in the throughput.

� A network processor using lesser microengines but
with more hash units and larger number of DRAM
memory banks (with respect to the base IXP processor)
improves the transmit rate by upto 60% as compared to
the base case.

� An improvement in the transmit rate by up to 20%
can be obtained by storing the packet header into the
SRAM. This scheme provides a significant improve-
ment at no additional hardware cost.

As future work we plan to study the effect of network
parameters like packet reordering on the performance of the
NP. It has been shown in earlier work that packet reorder-
ing can result in severe under utilization of the network. So
as future work we plan to evaluate our PN model taking
into account the effect of packet reordering. An orthogonal
study could be the impact of bursty traffic on the perfor-
mance of the NP.
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