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ABSTRACT
Large instruction windows and issue queues are key to ex-
ploiting greater instruction level parallelism in out-of-order
superscalar processors. However, the cycle time and energy
consumption of conventional large monolithic issue queues
are high. Previous efforts to reduce cycle time segment the
issue queue and pipeline wakeup. Unfortunately, this results
in significant IPC loss. Other proposals which address en-
ergy efficiency issues by avoiding only the unnecessary tag-
comparisons do not reduce broadcasts. These schemes also
increase the issue latency.

To address both these issues comprehensively, we propose
the Scalable Lowpower Issue Queue (SLIQ). SLIQ augments
a pipelined issue queue with direct indexing to mitigate the
problem of delayed wakeups while reducing the cycle time.
Also, the SLIQ design naturally leads to significant energy
savings by reducing both the number of tag broadcasts and
comparisons required.

A 2 segment SLIQ incurs an average IPC loss of 0.2%
over the entire SPEC CPU2000 suite, while achieving a
25.2% reduction in issue latency when compared to a mono-
lithic 128-entry issue queue for an 8-wide superscalar proces-
sor. An 8 segment SLIQ improves scalability by reducing the
issue latency by 38.3% while incurring an IPC loss of only
2.3%. Further, the 8 segment SLIQ significantly reduces the
energy consumption and energy-delay product by 48.3% and
67.4% respectively on average.

Keywords: issue logic, wakeup logic, low-power architec-
ture, complexity-effective architecture,

1. INTRODUCTION
Previous studies have shown that a large instruction win-

dow and consequently a large issue queue are key require-
ments for a dynamic superscalar processor [2, 6, 25]. How-
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ever, the issue latency of conventional issue logic has been
shown to grow quadratically with issue width and issue queue
size [19]. Thus, despite the fact that transistor budgets
continue to increase, designing high performance processors
with larger issue queues, lower cycle times and lower power
consumption remains a major challenge.

In conventional out-of-order processors, instructions are
inserted into the issue queue after register renaming. Every
instruction waits in the queue till all its source operands are
available. Notification of the availability of source operands
which are produced by instructions in flight is typically done
through a broadcast. Any instructions waiting for this value
marks the respective operand as available. Once all its
operands become ready, an instruction requests for a func-
tional unit. The broadcast and comparison phase is called
instruction wakeup while the request for functional unit and
the associated arbitration is called select. The issue stage
which primarily comprises of wakeup and select, cannot be
pipelined without a significant loss in IPC [19]. The per-
formance loss associated with pipelining this operation em-
anates from the fact that dependent instructions cannot be
issued in consecutive cycles.

As the issue queue size is increased, the number of com-
parators on the broadcast bus also increases. As a result,
the issue latency worsens. Previous studies have shown that
the issue queue power consumption is significant [9]. The
energy efficiency decreases as more comparisons need to be
made while only a few instructions will match. Thus, while
a large issue queue is critical for exploiting higher ILP, it
adversely affects the cycle time and energy consumed.

Previous efforts to improve the issue latency have pro-
posed pipelining the issue queue [11]. This places only a
fraction of the total comparators on the critical path and
thus cuts down significantly on the wakeup latency. For
example, compared to a monolithic 128 entry issue queue
which has 256 comparators, each segment in an 8 segment
issue queue would have only 32 comparators. In this design,
the result tag is broadcast to the first segment in the first cy-
cle, to the second segment in the next cycle and so on. Due
to the manner in which the broadcast is pipelined, it is likely
that an instruction will receive the broadcast of availability
of its source operands several cycles after the operand actu-
ally becomes available. Thus, while this scheme is effective
at reducing wakeup circuit latency, it results in significant
IPC degradation. We observe that for an 8 wide machine
with an 8 segment issue queue, the average IPC penalty



Figure 1: A Monolithic CAM Based Issue Queue

over all the SPEC CPU2000 benchmarks when compared to
a base machine with a monolithic issue queue is 8.1%. Ad-
ditionally, if only integer benchmarks with an L1 data cache
miss rate greater than 1% are considered, the average IPC
degradation becomes as high as 11.8%.

The challenge is to reduce the frequency of such delayed
wakeups. Interestingly, we observe that more than 80% of
the instructions have at most one consumer in the instruc-
tion window. However, if these consumers are in the later
segments, it may take several cycles before they wakeup.
Thus, we optimize the pipelined issue queue (PIQ) design
described above by storing the index of one consumer in
the issue queue entry of the corresponding producer instruc-
tion. We refer to our scheme as the Scalable Low power
Issue Queue (SLIQ). When an instruction is about to com-
plete execution, SLIQ uses the index to the consumer to
directly wakeup one consumer operand. This allows most
of the instructions to be woken up without having to wait
for the broadcast. If more consumers exist in the window, a
pipelined broadcast of the tag is initiated starting from the
first segment. We find that that an 8 segment SLIQ with
pipelined indexing incurs an IPC penalty of less than 2.3%
for the entire SPEC CPU2000 suite. For this configuration,
the issue latency is reduced by as much as 38.3%.

We observe that most instructions in the higher segments
are woken up by the direct index circuit in SLIQ. Broad-
cast to and comparisons in these segments can be avoided
most of the time. Also, broadcast to even the first segment
can be avoided if an instruction has no consumers in the
issue queue. Over the SPEC CPU2000 suite, SLIQ reduces
energy consumption by 48.3% on average. When combined
with the issue latency improvements and low IPC loss, SLIQ
achieves an energy delay product improvement of 67.4%.
Performance comparison with other contemporary schemes
reveal significant benefits of SLIQ. In particular :

• SLIQ reduces the energy and energy delay product
by avoiding unnecessary broadcasts and comparisons
while incurring minimal IPC loss.

• SLIQ reduces issue latency by effectively mitigating
the effects of wire delay.

• SLIQ is scalable and can be tuned to fit the given cycle
time requirements.

• SLIQ involves minor changes to a traditional non com-

pacting CAM/RAM based issue queue, thus minimiz-
ing the design and verification effort required.

We look at a conventional issue queue in greater detail
and motivate our work in Section 2. Details of the SLIQ
microarchitecture are presented in Section 3. In Section 4,
we evaluate the performance of our scheme. Related works
are discussed in Section 5 and we conclude in Section 6.

2. BACKGROUND AND MOTIVATION
In this section, we outline how a conventional content ad-

dressable memory (CAM) based issue logic functions. We
then describe the Pipelined Issue Queue (PIQ) [11] and later
motivate our work. While there are several possible imple-
mentations, we focus on the non compacting CAM/RAM
approach as it has been shown to be very efficient in terms
of the trade-off between IPC, issue latency and power con-
sumption [5].

2.1 CAM Based Issue Logic
A typical N instruction monolithic issue queue for an IW

wide machine is shown in Figure 1. Once the rename stage
is complete, each instruction is allocated an entry in the
issue queue. If the source operands are available at this
time, the corresponding ready flags are set. However, if any
of the source operands is being computed by an instruction
in flight, then the unique tag corresponding to the physical
register is stored in the issue queue entry of the instruction.

When an instruction is about to complete execution, the
tag of the destination physical register is broadcast to all
instructions in the issue queue. Each instruction compares
the broadcasted tag with its source operand tags and sets the
corresponding ready flag on a match. This phase is called
instruction wakeup. When all the operands are ready, the
instruction requests for a functional unit. In the subsequent
select phase, the scheduler then chooses some or all of the
ready instructions for execution.

As the issue width and the number of instructions in the
queue increase, the wakeup and select latency increases too
[19]. The wakeup latency consists of the tag drive wire de-
lay, the tag match delay, and the delay of the final IW + 1
input OR block. The increase in wire delay stems from the
fact that the number of CAM rows is equal to the number of
instructions in the issue queue. Additionally, the height of
each CAM row increases with issue width (and consequently



Figure 2: A Pipelined Issue Queue

Figure 3: Number of Consumers per Instruction

CAM ports) as well. Unfortunately, while logic delays re-
duce with reduction in feature size, wire delays do not [1].
This implies that the issue latency and consequently the cy-
cle time will be increasingly limited by wire delay.

When the number of entries in the issue queue is in-
creased, the number of (wasteful) tag comparisons that are
performed also increases. For example, if the completing
instruction has only one consumer instruction, only 1 com-
parison results in a match while the remaining 2N − 1 com-
parisons result in mismatches. Thus, as N increases, the
energy efficiency of the issue queue decreases rapidly.

2.2 Pipelined Issue Logic
Hrishikesh et al. [11] proposed an approach to pipelining

the wakeup broadcast to address the wire delay problem.
Their pipelined issue queue (PIQ) design with M segments
and I entries per segment is illustrated in Figure 2. The
tag is broadcast at the rate of one segment per cycle. The
issue latency is reduced as it consists only of wakeup for the
instructions in one segment and the select latency. Addi-
tionally, the size of the issue queue segment can be chosen
carefully so that the cycle time is just under the required
clock cycle time. However, as the number of segments is
increased, it takes longer for the broadcast to reach an in-
struction on the average, and as expected, the IPC penalty
increases.

2.3 Motivation
We investigate the possibility of augmenting the PIQ with

indexing capability to address the IPC loss. Figure 3 indi-
cates the number of consumers within the instruction win-
dow per dynamic instruction. Details of the machine param-
eters and simulation methodology are presented in Section

4. We find that approximately 80% of the instructions have
zero or one consumer instruction within a 512 entry instruc-
tion window . Previous studies also have similar findings
[13]. This suggests that the performance penalty associated
with PIQs can be mitigated by storing an index correspond-
ing to a single consumer. This can be used to directly index
into the issue queue and wakeup the consumer instruction.
Direct indexing is beneficial for consumers which are in the
higher segments as it is no longer necessary to wait for the
pipelined broadcast. Thus, delayed wakeups which are the
primary reason for IPC degradation, are avoided most of
the time. More importantly, indexing improves energy effi-
ciency by avoiding tag broadcasts and comparisons most of
the time. This results in a significant reduction in energy
consumption.

3. THE SCALABLE LOW POWER ISSUE
QUEUE

The details of the Scalable low power issue queue are pre-
sented in this section.

3.1 The SLIQ Extensions
We add a Producer Instruction Index (PII) to the re-

name map. The PII points to the instruction in the issue
queue that will produce the result value for the correspond-
ing physical register. The PII is written to the map after
the producer instruction is renamed and allocated the first
free issue queue entry. The issue queue itself is segmented
to pipeline the wakeup tag broadcast in a manner identical
to the PIQ scheme [11] as shown in Figure 4. The SLIQ ex-
tensions are shaded. A Consumer Instruction Index (CII), a
Valid index(V) bit, a First segment Consumer (FC) bit, and
a Higher segment broadcast Required (HR) bit are added to
each entry in the issue queue. Initially, the V, FC and HR
bits are reset.

During the rename stage, the source operands of an in-
struction i are mapped to the appropriate physical registers
using the rename map. If an operand is not ready, i.e, the
producer is still in the issue queue, the PII is also obtained.
If the instruction is dispatched to the first IQ segment, its
IQ index is not written to the CII field of the correspond-
ing producer instruction as i can be woken up by broadcast
without any delay. Instead only the FC bit of the producer
is set. If i is dispatched to a higher segment, then its IQ
index is written in the CII field of the producer and the
Valid index bit is set. If the V bit is already set, this implies
that the producer of i has multiple consumers in the higher
segments. The HR bit of the producer is also set in this
scenario1.

As in the PIQ, only instructions dependent on a complet-
ing instruction, that are in the first segment are woken up
by broadcast in the first cycle. In addition to this, the con-
sumer instruction corresponding to the CII is also woken up
at this juncture. The index circuit to accomplish this con-
sists of IW decoders each capable of decoding one CII as
illustrated in Figure 4. This is analogous to the IW ports of
the CAM. The outputs of each decoder are the ready flags
for each operand of every issue queue entry. The index OR
block is used to combine the outputs of the IW decoders,
much like the OR block in the CAM based issue queue (see

1If both the operands of i are not ready, the same steps are
repeated for both the PIIs obtained from the rename map



Figure 4: The SLIQ Wakeup Logic

Figure 1). Another OR gate is used to obtain the final ready
flag for each source operand by combining the outputs of the
segmented CAM and the index circuit. The arbitration logic
remains unchanged.

It is important to note that although we maintain only one
CII, we do not stall rename when another consumer is seen.
In our implementation, we overwrite the CII of the producer
instruction every time a new consumer is seen at the rename
stage. This scheme gives greater priority to consumers that
appear later in the instruction stream. An alternative is
to retain the CII of the first consumer that appears in the
instruction stream, thus giving priority to older consumers.
The performance implications of this and other variations
are explored in Section 4.

3.2 The SLIQ Wakeup Latency
The latency of the SLIQ wakeup is significantly reduced

as the broadcast, limited to the first segment, and the index
into the issue queue (done in parallel) are on the critical
path. Depending on the number of segments, each segment
has far fewer entries than the corresponding monolithic is-
sue queue. It is important to note that the SLIQ wakeup
suffers a minor increase in latency when compared to a naive
pipelined issue queue (PIQ) [11] as an additional OR gate is
required to combine the ready flags from the index and the
segmented CAM circuits.

We find that the latency of directly indexing into the is-
sue queue is significantly less than the latency of the mono-
lithic issue queue. This difference arises primarily due to
the reduced loading and wiring parasitics. The timing criti-
cal path in the CAM consists of the broadcast lines driving
two comparators corresponding to the two source operands
in each CAM row. On the other hand, the indexing logic,
which is essentially a simple decoder, has a total loading
which is exactly equal to one input of a IW -input OR gate.
Furthermore, the wires in the index circuit need to be only
as high as the result tag store (RAM) which in turn is signif-
icantly shorter than the CAM. It is important to note that
the height of the RAM portion of the issue queue grows ap-

proximately half as fast as that for the CAM portion with
increase in ports. This results in an 8 ported RAM cell being
about 40% shorter than an 8 ported CAM cell [26].

We observe that the wakeup latency of broadcast decreases
as the number of segments is increased. This continues up to
the point where the logic delays far exceed the wire delays
and become the major component of the wakeup latency.
SLIQ is thus more scalable as it effectively mitigates the im-
pact of wire delay on latency. Also, it is important to note
that unlike wire delays, logic delays decrease with reducing
feature sizes [26].

As the number of segments is increased, the wire delay
for the CAM circuit is reduced but that of the index circuit
is not. The index circuit still has to cover the entire height
of the arbitration logic in one cycle. This is not a problem
as long as there are fewer segments since the latency of the
CAM circuit is dominated by wire delay and is significantly
larger than that of the index circuit. For issue queues with
larger number of segments, the problem can be addressed by
pipelining the index circuit as well. The index circuit can
now wakeup most of the instructions in the issue queue in
the first cycle. The rest of the instructions are woken up in
the next cycle. Note that the pipeline depth of the indexing
is independent of and is much lower than the pipeline depth
of the CAM broadcast circuit (the number of the segments).
We refer to the variant of our scheme with a pipelined index
stage as SLIQ p-ind.

3.3 Reduction in Power Consumption
The SLIQ scheme can wake up all consumer instructions

in the first segment and one consumer instruction in a higher
segment for each producer instruction without any delay.
The data presented in Figure 3, indicate that it is very un-
likely that there will be any more consumers to be woken up
in the higher segments. Thus broadcasts to the higher seg-
ments become unnecessary most of the time. To effectively
utilize this, we use the First segment consumer (FC) bit
and the Higher segment broadcast Required (HR) bit. The
FC bit is set when a consumer is dispatched to the first seg-



Table 1: Microarchitectural Parameters

Out-of-order
execution

8 wide fetch/ issue/ commit, 512 ROB,
128 IQ, 256 LSQ

Functional
units

8 int ALUs, 4 int MUL/DIV, 6 fp
ALU,2 fp MUL/DIV

Memory sub-
system

L1 Data 32KB(1 cycle), L1 Inst 16KB
(1 cycle),

(latency) L2 Unified 1MB(8 cycles), infinite main
memory (150 cycles)

Branch pre-
diction

12KB,16K entry combining gshare and
bimodal predictor

Misprediction
latency

15 cycles

ment. The HR bit is set only if there are multiple consumers
in the higher segments. Broadcast to the first segment oc-
curs if FC or HR is set. Broadcast to the higher segments
occurs only if HR is set. Since the HR bit is usually not set,
the result tag is almost never broadcasted beyond the first
segment. Additionally, if both the FC and HR bits are re-
set, broadcasts and comparisons are completely eliminated.
These optimizations result in significant power savings as
both the tag drive and the precharge in the CAM segments
are disabled when no broadcast occurs.

3.4 Handling Branch Mispredictions
Non-broadcast based schemes [20] [10] that use only in-

dices in some form or the other have to checkpoint the con-
tents of the indices in order to be able to recover from branch
mispredictions. This is because in the scenario where the
producer instruction is not squashed but the consumer in-
struction is, the producer instruction has a dangling pointer.
The producer may then incorrectly wakeup a new instruc-
tion which now occupies the same slot as the squashed con-
sumer in the issue queue. To overcome this, the indices have
to be either checkpointed on branches or selectively cleared
on branch mispredictions, both of which are complex. In
our scheme, the indices are not required for correctness and
can be gang invalidated on a branch misprediction. If a
valid index existed, the HR bit is set so that the pipelined
broadcast wakes up any useful consumer instruction, albeit
a few cycles late. The FC bit is left untouched on a branch
misprediction. Compared to the ideal scenario where the in-
dices are invalidated only if the consumer is squashed, this
scheme results in a few additional broadcasts. We evaluate
the performance penalty of this simple invalidation scheme
in Section 4 and find that the performance loss is insignif-
icant. This allows SLIQ to be implemented without the
considerable overhead of checkpointing the index contents.

4. PERFORMANCE EVALUATION AND
METHODOLOGY

4.1 Simulation Methodology
We modified the SimpleScalar 3.0 simulator for the Alpha

ISA [4] to model a non-compacting issue queue [19] and
a re-order buffer (ROB) instead of a register update unit
(RUU). We model an 8 wide machine with a 15 cycle branch
misprediction penalty. The rest of the microarchitectural
parameters are shown in Table 1.

Table 2: SPEC CPU2000 Benchmarks

SPEC
INT

Input set Base
IPC

SPEC
FP

Input set Base
IPC

Bzip ref.program 2.06 Ammp ref.in 1.20
Crafty ref.in 1.43 Applu ref.in 1.86
Eon Rushmeier 1.48 Apsi ref 2.01
Gap ref.in 1.11 Art ref-110 1.39
Gcc 166.i 2.59 Equake ref.in 0.76
Gzip ref.graphic 1.92 Facerec ref.in 2.58
Mcf ref.in 0.05 Fma3d ref 1.81
Parser ref.in 0.94 Galgel ref.in 2.71
Perl makerand.pl 1.22 Lucas lucas2.ref 1.40
Twolf ref 0.82 Mesa ref 2.95
Vortex lendian2.raw 2.00 Mgrid ref 2.41
Vpr route 1.37 Sixtrack ref.in 3.59

Swim ref.in 2.08
Wupwise ref 2.47

We simulate the entire SPEC CPU2000 benchmark suite.
We use the early simulation points [21] to identify and sim-
ulate phases that are representative of the entire program.
All binaries for the benchmarks were taken from the Sim-
pleScalar website. Table 2 shows the benchmarks, the inputs
used and the base IPC for the 8 wide machine. The refer-
ence input sets were used for all the programs. The base
IPC numbers are similar to the results in previous studies
[21].

We measured the latency of SLIQ using an updated ver-
sion of the optimized circuit model used by Ernst et al.[7, 8].
We used SPICE level 49 simulation parameters correspond-
ing to the IBM 0.13µm process2 available at MOSIS’ website
[18]. The timing analysis was done using Tanner TSPICE
v9.1. The energy consumption of the CAM circuit, the in-
dex circuit and the result tag store were estimated using fully
associative and direct mapped configurations of CACTI 3.2
[22]. CACTI was modified for the required tag length and
to output detailed stage-wise energy consumption for tag
comparison.

4.2 Impact on IPC
The impact of a 2-segment SLIQ configuration on IPC is

presented in Figure 5. We compare this configuration with
the 2-segment PIQ [11] and the half price issue queue [15].
These three techniques halve the number of tag compara-
tors on the critical path. For the half price issue queue we
use a 1k entry, direct mapped, PC indexed, bimodal pre-
dictor as the last arriving operand predictor. All the IPC
results are normalized with respect to the base machine with
a monolithic 128 entry issue queue.

The average IPC loss incurred by the 2-segment SLIQ is
0.2% for both the SPEC INT2000 and the SPEC FP2000
benchmarks. This is better than the 0.8% and 0.7% loss
for the naive pipelining (PIQ) scheme for the integer and
floating point benchmarks respectively. The half price is-
sue queue, an orthogonal scheme to halve the number of
comparators in the critical path also suffers a similar IPC
degradation (0.9% and 0.8%). Further, the maximum IPC

2We used the 0.13µm process as non-predictive parameters
for more recent (0.09µm) processes are not available in the
public domain.



Figure 5: Performance of 2-segment Issue Queues

loss incurred by SLIQ over all the benchmarks is within 2%
while PIQ incurs between 2.5% and 5% IPC loss for gzip,
vortex and mgrid.

When the number of segments is increased to 8, the IPC
loss associated with naive segmentation3 increases signifi-
cantly4 as seen in Figure 6. The 8-segment SLIQ, however,
only suffers an IPC loss of 2.1%. The 8-segment PIQ suffers
from a penalty of 8.6% for the SPEC INT2000 benchmarks
and 7.6% for the SPEC FP2000 benchmarks. If only integer
benchmarks which stress the issue queue (L1 Dcache miss
rate > 1%) are considered, the 8-segment PIQ suffers from
an IPC loss of 11.2% while the 8-segment SLIQ slows down
by only 2.8%.

In the 8-segment PIQ, Vpr and Sixtrack suffer extremely
high IPC degradation of 31.3% and 26.3% respectively. SLIQ
incurs less than 15% IPC loss in these benchmarks. Fur-
ther, the 8-segment SLIQ suffers an IPC loss of more than
10% only for Vpr and Sixtrack. In contrast to this, the 8-
segment PIQ suffers an IPC loss of more than 10% for 10
of the 26 benchmarks. We also observe that the version of
SLIQ with the pipelined index stage, SLIQ p-ind, performs
just as well as the base SLIQ. This scheme incurs an aver-
age IPC penalty of 2.3% for both the integer and floating
point applications. We explain this configuration in greater
detail in Section 4.3. Note that the number of instructions
per segment in the 8-segment SLIQ is 16. This is close to
the number of reservation stations in the current aggressive
superscalar microprocessors [14].

Figure 7 shows the average performance improvement of-
fered by SLIQ over PIQ for various segment sizes. Perfor-
mance results for individual benchmarks for these segment
sizes can be found in [24]. As expected, the performance
benefits of SLIQ become more significant as the number of
segments is increased. We observe that, for the 8-segment
configuration, SLIQ reduces IPC loss by 75.7% and 72.7%
when compared to the corresponding PIQ configuration for
the integer benchmarks and the floating point benchmarks
respectively.

We measured [24] the relative performance of SLIQ com-

3We do not compare the 8-segment SLIQ with the half price
issue queue as the number of comparators in the critical path
for these two schemes are not equal.
4We obtained similar IPC variations for a 4 wide and 8 wide
machines using the MinneSPEC inputs as well [16].

pared to a monolithic issue queue for an aggressive 8-wide
machine with a 1024 entry ROB, 256 entry issue queue, 512
entry LSQ and a memory latency of 300 cycles. We note
that for the configuration with 16 segments, SLIQ suffers
an IPC loss of less than 4%. The 16-segment PIQ however
suffers from 11-16% IPC degradation. Thus, the SLIQ ex-
tensions scale well as the instruction window and the issue
queue sizes are increased.

We also look at certain variations of SLIQ. We examine
the effects of increasing the number of CIIs, and oracle clear-
ing of only CIIs which point to squashed instutrctions on a
misprediction. These modifications did not improve IPC
significantly. Also, we examined the effect of not overwrit-
ting the CII when more consumers of seen. This would give
higher priority to older instructions. Here too, IPC changes
were not significant. Detailed results can be found in the
technical report [24].

4.3 Circuit analysis results
The IPC loss incurred by SLIQ would be acceptable only

if there is a significant reduction in the issue latency. In this
section, we present the latency results of the SLIQ scheme.
We present the circuit timing results in terms of fanouts of
4 (FO4s)5 delays to normalize out the process technology.
For the IBM 0.13µm process, we found 1 FO4 to be 51ps.
Table 3 presents the wakeup and issue latencies for vari-
ous SLIQ segment sizes. The issue latency consists of the
wakeup latency, the select latency and the latency of the
result tag RAM. Note that there is an extra OR gate (0.7
FO4) latency in the SLIQ wakeup. We find the select la-
tency incurred by a simple tree based arbitration logic6[19]
to be 5.2 F04. The RAM latency is 10.3 FO4. Note that the
RAM latency is low because there is no decode stage. The
latency of the base 128 entry monolithic issue queue is 42.2
FO4. Also, in the SLIQ configuration, the RAM latency is
not worsened noticeably despite the increase in word size.

The issue latency of the SLIQ scheme is given by :

LatencySLIQ = max(TCAM , TIndex)+TOR+TArbiter+TRAM

5One FO4 is the delay incurred by a unit sized inverter
driving four similar inverters.
6We do not model a banked selection logic. This will only
result in a lower cycle time and thus a greater relative im-
provement for SLIQ.



Figure 6: Performance of 8-segment Issue Queues

Figure 7: Scalability Analysis

We find that the wakeup latency scales well up to a seg-
ment size of 32 (4 segments). Beyond this, the index circuit
is on the critical path. As discussed in Section 3, placing an
additional latch at the output of the index OR block in such
a manner that the index latency is equal to the first segment
broadcast latency solves this issue. The column labeled 1st
index stage reach indicates where the latch is placed. For
example, a reach of 84% for the 128 issue queue implies that,
the decoder can index into any of the first 107 entries in the
first cycle. The rest of the entries are woken up in the second
cycle. This configuration is called SLIQ p-ind.

We find that the 2-segment SLIQ reduces wakeup latency
(CAM latency) by 39.8% and total issue logic latency by
25.2%. The 8-segment SLIQ p-ind reduces wakeup latency
by 60.6% and the issue latency by 38.3%. We do not notice
a significant reduction in wakeup latency when the number
of segments is increased further for this process technology.
This is due to the fact that the largest component of the
wakeup latency is now the tag match and the tag OR logic
(see Figure 1). However, these logic delays scale well with
reduction in feature size [26]. Thus, SLIQ effectively reduces
the impact of wire delay on wakeup and issue latency.

4.4 Energy Consumption
The energy per access during the issue stage (wakeup and

select) for the various issue schemes were measured using
CACTI 3.2[22]. The energy consumed by the index stage
was estimated using the results for the decode stage of a di-
rect mapped cache of the same size. The other results were
obtained using corresponding CACTI estimates for identi-

cally sized and ported fully associative caches. Similar to
previous studies [8], we ignore the energy consumed by the
arbitration (select) logic as it is several orders of magnitude
smaller than the energy consumed by the CAM and the
RAM.

The Energy effective Hybrid Wakeup Logic scheme (EHWL)
also uses a single index to selectively enable or disable the
comparators in the issue queue [13]. The index mechanism
used is similar to SLIQ. However, EHWL uses the index
only to enable the comparators and not to wakeup the in-
struction directly. Thus, while the number of comparisons is
cut down significantly, broadcasts cannot be avoided. Fur-
ther, when there are more than one consumers, a complete
compare is necessitated as well. The EHWL-snoop scheme
cuts down on compares even in this scenario by setting a
bit in the consumer when a valid index already exists at the
producer. Thus, apart from the instruction indexed into,
only the consumer instructions with the snoop bit set need
to compare their operand tag with the broadcasted result
tag.

The energy per use results are presented in Table 4. The
RAM access energy for EHWL and SLIQ is greater than
the base case due to the increase in number of bits per en-
try. The complete wakeup compare and broadcast energy is
higher for PIQ and SLIQ due to the overheads of pipelining.
The total energy consumption of SLIQ does not increase
noticeably when the index stage is pipelined (SLIQ p-ind).
Since the SLIQ scheme wakes up most instructions in the
higher issue queue segments using the index, broadcasts and
comparisons can be avoided leading to power savings.

We measure the normalized number of comparisons re-
quired for each of the above schemes. We report the results
for 9 integer and 10 floating point benchmarks. Some of
the benchmarks are omitted in Figure 8 to improve clar-
ity. The averages shown in the figure are taken over the
entire suite. The PIQ scheme does not reduce the compar-
isons required. EHWL reduces the number of comparisons
required to below 20%. The normalized number of com-
parisons for 8-SLIQ is 13.6% and 15.7% for the integer and
floating point benchmarks respectively. But, EHWL-snoop
reduces the number to less than 4.5%. However, since the
snoop technique is orthogonal to SLIQ, they can be com-
bined to yield further reduction in comparisons. Note that
the SLIQ augmented with snooping does not overwrite the



Table 3: Timing Results

No. of IQ entries CAM latency Index 1st index SLIQ issue Issue latency
segments per segment (F04) latency (FO4) stage reach latency (FO4) improvement

1 128 26.7 - - - -
2 64 15.4 10.7 100% 31.6 25.2%
4 32 11.2 10.7 100% 27.5 34.9%
8 16 9.8 10.7 100% 26.8 36.32%
8 16 9.8 9.8 84% 26.0 38.28%

CII when multiple consumers are seen. The slight difference
in performance between SLIQ and EHWL when augmented
with snooping is due to the difference in the way branch mis-
predictions are handled. Also, we obtained similar results
for a 16 segment SLIQ for the aggressive baseline as well.

The energy consumption of the issue stage for the various
schemes can be estimated as follows:

Energy = Ncmp
Ecmp

2Nisqseg
+NbrdEbrd+NindEind + NinstERAM

Ncmp represents the total number of comparisons required.
Nbrd refers to the total number of segments broadcasted to.
Nind refers to the number of instructions which contain a
valid CII on completion. Ninst is the number of instruc-
tions which produce a result. Nisqseg is the number of in-

structions per segment. The term
Ecmp

2Nisqseg
approximates

the energy per comparison. Simplescalar was modified to
output the energy consumption based on the formula above
and the values in Table 4. Again, we report averages over
the entire SPEC CPU2000 suite. Figure 9 shows the nor-
malized energy and energy delay product. Naive pipelining
(PIQ) consumes more energy than the baseline due to the
pipelining overhead. Though the EHWL schemes cut down
on the number of comparisons required significantly, the re-
sultant energy savings are limited. This is due to the fact
that only comparisons are avoided while broadcasts are not.
On average over all the 26 benchmarks, EHWL and EHWL-
snoop reduce energy consumption by 17.4% and 22.1% re-
spectively. SLIQ on the other hand avoids broadcasts as
well. This leads to significant energy savings. SLIQ and the
variant augmented with snooping reduces energy consump-
tion by 48.3% and 51.9% respectively.

The Energy Delay product (expressed in Joule-second)
of PIQ is lower than that of the base monolithic scheme by
31.5% on average despite the drop in IPC and small increase
in energy. This is due to the reduction in cycle time. The
8-segment SLIQ reduces the E ×D product by as much as
67.4%. Though the there is no IPC degradation associated
with EHWL schemes, the E ×D product increases by 3.4%
for the EHWL base scheme while EHWL-snoop reduces it
by 2.4%. EHWL does not perform as well due to the 25.2%
increase in cycle time compared to the base machine. This
is because in EHWL, the indexing needs to be done before
the broadcast. Thus the latency is given by :

LatencyEHWL = TIndex + TCAM + TArbiter + TRAM .

Note that SLIQ has an indexing phase too; however, it
is done in parallel with the broadcast to the first segment.
Thus, only the slower of the 2 phases, i.e, index and wakeup,
and the additional OR gate contribute to the critical path

of SLIQ.

5. RELATED WORK
Palacharla, Jouppi and Smith [19] studied various com-

ponents of a modern processor. They concluded that the
issue queue and the bypass logic are most likely to be on
the critical path as instruction window size and issue width
are increased. Several low latency schedulers have been ex-
plored in the literature. Palacharla et al. [19] explores a
FIFO based scheduler where an instruction is placed into
the same FIFO as the corresponding producer instruction
(if the producer is at the tail) or in a new FIFO. Dispatch
is stalled if no FIFOs are available.

Prescheduling schemes such as those in [17] [7] and [12]
address instruction window latency issues by essentially pre-
dicting when an instruction will wakeup. Specifically, the
Cyclone [7] scheduler uses such a scheme and achieves ex-
tremely low scheduler latency. Unfortunately, the IPC penalty
due to wakeup latency mispredictions and selective recovery
in such schemes is significant.

Other studies including [20] and [10] replaced the CAM
structure with a RAM by maintaining all the dependence
information for the instructions in the issue queue explic-
itly. In [10], the authors propose using a square matrix with
as many rows as there are issue queue entries. A matrix
cell is set to 1 if a dependence exists between 2 instructions.
Wakeup is now performed by reading the row corresponding
to the producer. This yields a bit vector indicating which in-
structions should be woken up. Unfortunately, such schemes
add to the checkpointed state of the processor as discussed
in Section 3.4. Clearing all the indices on a branch mispre-
diction as in SLIQ, is not an option here. If all the indices
are cleared, then the link from the producer to any valid
consumer is broken and the consumer instruction will never
wakeup. The other alternative is to selectively clear the bits
in the RAM depending on which instructions are squashed.
For each instruction which is squashed, a column of the ma-
trix has to be cleared. This is expensive as it results in N
writes to the RAM per squashed instruction (where N is the
issue queue size). Thus, the only viable option is to explicitly
checkpoint the dependence information. The SLIQ scheme,
however, uses indices only as a performance enhancement
and does not require them for correctness. This allows the
indices to be gang invalidated on branch mispredictions. We
note that this does not hamper the performance of the SLIQ
scheme.

Pipelined schedulers, as the name suggests, pipeline the
issue stage in order to remove it from the critical path. Sev-
eral different approaches have been evaluated here. Brown,
Stark and Patt [23] propose a scheme where each instruc-
tion keeps track of its grandparents in the data dependence



Table 4: Energy per phase of the issue stage for an 128-entry IQ

Complete Per segment Complete Per segment RAM
Config. wakeup wakeup brdcst wakeup wakeup cmp access Index

broadcast (nJ) Ebrd(nJ) compare (nJ) Ecmp(nJ) ERAM (nJ) Eind(nJ)
Base 1.0114 1.0114 0.8414 0.8414 0.9980 -

EHWL 1.0114 1.0114 0.8414 0.8414 1.0394 0.3550
8 PIQ 1.0866 0.1358 0.9038 0.1130 0.9980 -
8 SLIQ 1.0866 0.1358 0.9038 0.1130 1.0394 0.3550

Figure 8: Normalized number of comparisons

graph. The instruction wakes up speculatively one cycle af-
ter the tag of all its grandparents have been broadcasted.
The wakeup here is speculative as the parent of the instruc-
tion may not be selected for execution in that cycle. Un-
fortunately, this necessitates selective recovery capability.
The same authors propose another scheme where select is
removed from the critical path [3]. Here every instruction
that requests for a functional unit is optimistically assumed
to be selected as well. As a consequence, selective recovery
is required when an instruction becomes ready but is not
selected for execution.

Ernst and Austin [8] reduce the latency of the tag drive
by reducing the number of comparators on the critical path.
They observe that very few of the instructions have 2 non-
ready source operands at the time of dispatch. This leads
them to a design where some entries in the CAM are devoid
of one or both comparators. If an instruction with 2 non-
ready source operands has to placed in an entry with only
one comparator, a last arriving operand prediction is done.
This scheme clearly involves squashing of instructions in case
of a misprediction.

Kim and Lipasti [15] propose the half price architecture
where the broadcast bus is segmented into two, a fast bus
and a slow bus. Only the operands which are predicted
to be last arriving are placed on the fast bus. The slow
bus has an additional single cycle latency for broadcast to
complete. However, all instructions that have both source
operands becoming ready in the same cycle incur a single
cycle penalty. We observe that the IPC penalty incurred
by the half price issue queue is greater than the penalty
incurred by the 2-segment SLIQ. Also, SLIQ is more scalable
as the number of segments can be chosen to meet the cycle
time constraints and is not limited to two as in the half price
IQ. Note that SLIQ is orthogonal to the half price IQ as we
segment the issue queue horizontally (instructions) instead
of vertically (operands).

The EHWL proposed by Huang et al.[13] reduces the is-

sue energy consumption by adding indexing capability to
the issue queue. The comparators are enabled selectively
only when necessary. While tag compare power is saved,
broadcast power is not reduced. This work is orthogonal to
ours as they reduce the number of comparisons per broad-
cast while we reduce the number of broadcasts required also.
Further, EHWL negatively impacts cycle time by adding the
index phase to the critical path. This increases the circuit
latency by 25.2%. In SLIQ however, indexing is done in
parallel with broadcast to the first segment. SLIQ reduces
issue latency by 38.3%. Lastly, the EHWL scheme to reduce
tag comparisons can be used in conjunction with the SLIQ
scheme to reduce power consumption even further.

6. CONCLUSIONS
Modern superscalar processors have the conflicting re-

quirement of a large issue queue and low issue latency to
decrease execution time. In this paper, we present the Scal-
able Low power Issue Queue (SLIQ). Since most result val-
ues do not have more than one consumer, we add one fast
wakeup index to a consumer in the issue queue for every
instruction. This consumer instruction can be woken up
directly, without any delay. Also, as the scheme incorpo-
rates a pipelined broadcast, the indices are not required for
correctness and can simply be gang invalidated on branch
mispredictions. The IPC loss of an 8 segment SLIQ is within
2.3% for the entire SPEC CPU2000 benchmark suite while
achieving a 60.6% reduction in wakeup latency and a 39.3%
reduction in issue latency. Further, the index based scheme,
SLIQ, scales significantly better than naive segmentation of
the issue queue in terms of IPC loss. Since, most instruc-
tions in the higher segments are woken up by direct index-
ing, broadcast to these segments is obviated. This enables
the 8 segment SLIQ to significantly reduce the energy con-
sumption and the energy-delay product by 48.3% and 67.4%
respectively on an average.



Figure 9: Normalized Energy and Energy Delay product
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