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Abstract. Several replacement policies for web caches have been proposed and
studied extensively in the literature. Different replacement policies perform bet-
ter in terms of (i) the number of objects found in the cache (cache hit), (ii) the
network traffic avoided by fetching the referenced object from the cache, or (iii)
the savings in response time. In this paper, we propose a simple and efficient re-
placement policy (hereafter known as SE) which improves all three performance
measures. Trace-driven simulations were done to evaluate the performance of SE.
We compare SE with two widely used and efficient replacement policies, namely
Least Recently Used (LRU) and Least Unified Value (LUV) algorithms. Our re-
sults show that SE performs at least as well as, if not better than, both these
replacement policies. Unlike various other replacement policies proposed in lit-
erature, our SE policy does not require parameter tuning or a-priori trace analysis
and has an efficient and simple implementation that can be incorporated in any
existing proxy server or web server with ease.

1 Introduction

Caching of web objects is done at various levels of hierarchy to reduce both the average
response time for a web request and the network traffic [15], [1], [4], [5], [11]. It is
done at the browser, proxy and server levels. Caching at the browser and proxy caches
are done to reduce the network traffic and the average delay experienced by a user
request. At the server end, caching is done essentially to reduce the time taken to fetch
the object from the file system.

In order to achieve the full benefits of caches, it is important that a good replace-
ment policy is employed, which ensures that, the frequently accessed objects remain
in the cache, and the objects that are least likely to be accessed, are replaced. A good
replacement policy for web caches should select an object for replacement taking into
account [4] : (i) the response time of the objects, (ii) network traffic generated by the
replacement, and (iii) the non-uniformity in size of the objects cached.

The performance measures normally used in the context of web caches are Hit Ratio
(HR), Byte Hit Ratio (BHR), and Delay Saving Ratio (DSR) [4]. These performance
metrics measure performance of the replacement policies in terms of the number of
requested objects present in cache (HR), the number of bytes saved from retransmission
(BHR) and the reduction in the latency of fetching a requested object (DSR). A number
of replacement policies have been proposed in the literature to improve one of the three



performance measures [16], [15], [12]. However, only a few have tried to improve all
the three performance measures; and those that have, have achieved varying degrees of
success.

The replacement policies for proxy or server caches, are designed keeping in mind
the traffic characteristics encountered at the proxy or at the server, as their performance
is dependent on traffic characteristics of WWW. However, some of the replacement
policies, e.g., the Least Unified Value (LUV) policy, require fine tuning of parame-
ters depending on the past traffic characteristics to achieve better performance [4]. This
often makes implementing these algorithms more complex and require continuous per-
formance tuning.

Time and space complexities are other important aspects of any replacement policy.
Time complexity is important as the new object has to be brought into the cache and
sent to the client requesting for it as fast as possible. Also, it is important that the
replacement policy should also have a low space complexity. The space required to
maintain the reference history of the object should not be more than a few bytes per
object. Except for a few policies, e.g, [11] and [12] most satisfy this requirement.

In this paper, we propose a simple replacement policy (referred to as SE policy), that
optimizes all three performance measures without incurring extra overheads in terms of
time and space complexities. This policy takes into account the frequency and recency
of access of a particular object, apart from the non-uniformity of the object, to compute
the cost. The object with the lowest cost is chosen for replacement. We evaluate the
proposed replacement policy on a number of web traces, displaying different traffic
characteristics. The performance of the SE policy is compared with LUV and Least
Recently Used (LRU) policies in terms of all three performance metrics, viz., HR, BHR
and DSR.

Our results show that the performance of SE is comparable to the best of LRU and
LUV replacement policies. The policy that we propose has an efficient and simple im-
plementation which can be incorporated in any existing proxy server or web server with
ease. Further, SE has a low space complexity (O(1) per object) and a time complexity
of O(

�������
n) (where n is the number of objects present in cache), and does not require

any parameter tuning or a-priori trace analysis.
In Section 2 we present the necessary background. In Sections 3 and 4, we describe

our replacement policy, SE and its implementation. Section 5 deals with experimental
results. Concluding remarks are provided in Section 6.

2 Background and Motivation

2.1 Background

A number of cache replacement policies have been proposed [1, 4, 5, 7, 9, 11, 12, 15, 16]
in the literature. These replacement policies have been classified into one or more of the
following three categories [14]: (i) traditional policies and their direct extensions [15],
(ii) key-based policies [1, 15, 16], and (iii) cost-based policies [4, 5, 7, 9, 11, 12, 16].

In this paper we compare the proposed SE replacement policy with the Least Re-
cently Used (LRU) policy and the Least Unified Value (LUV) policy [4]. The LRU



policy uses recency of access of objects as a parameter to select an object for eviction.
LRU has a time complexity of O(1) and a space complexity of O(1) per object.

LUV is a cost-based replacement policy, which associates a benefit value, or bValue,
with each object. The bValue of an object indicates the benefit of keeping the object in
the cache. In LUV, the bValue associated with each object is calculated using the es-
timated reference potential ������� of an object and its weight ���	�
� . The weight of every
object is the retrieval cost �� of the object normalized by its size ��� where �� can be de-
fined differently for measures of different interest. For estimation of reference potential���	�
� , each reference of the

���
��� ��� � in the past contributes to ���	�
� and a weighing func-
tion ���	��� determines the contribution of a particular reference to the reference potential
of the object. The function ���	��� is defined as

���	�������
 "!�#$�&%"')( ��*,+.-/+0 ��
where � is the time span from the past reference to the current time. The value of -
determines the amount of emphasis given to recency of reference and frequency of
reference. When - is equal to 0, LUV is reduced to a weighted LFU. As the value of -
increases, emphasis given to the recent references increases. For - equal to 1, LUV is
reduced to weighted LRU.

The effect of - on the performance LUV depends on the characteristics of user
access to the objects and the size of the cache used. Hence, it is important that the value
of - is tuned very carefully according to the user access pattern; otherwise the LUV
policy performs rather poorly. For example, in our performance evaluation, we found
that for a certain trace set and cache size, for -1�2*43 5 , HR is 0.1704. For the same
trace set and cache size, for values of - equal to  6*47�8 and  9*:7�; HR is 0.255 and 0.165
respectively. The LUV policy has a time complexity of O(

����� �
n) and space complexity

of O(1) per object in cache, where n is the number of objects in cache.

2.2 Performance Measures

Three widely used performance measures in web caching are Hit Ratio, Byte Hit Ratio
and Delay Saving Ratio [4]. They are defined as follows:

</= �?> @ � !A> � �
BC</= � > � �4D @ � ! > � �ED � �
FHGA= � > I � D @E�J! > I � D �
�

where @E� and �
� represent respectively the number of hit references and the total number
of references to object � , � � is the size (in bytes) of object � , and I � is the delay involved
in fetching the object � .

Hit Ratio is the measure used in traditional caching systems. Byte Hit Ratio or BHR
measures the bytes saved from retransmission due to a cache hit. Delay Saving Ratio
is a measure that takes into account the latency of fetching an object. It represents the
reduced latency due to a cache hit over total latency when there is no cache present. In
this paper we use all three performance measures to compare our replacement policy
with other policies.



2.3 Motivation

Existing replacement policies either (i) do not optimize all three performance measures,
e.g., LRU, LFU, Size [15], and LNC-R-W3-U [12], or (ii) they incur a large overhead
in time complexity, e.g., LNC-R-W3 replacement policy [12] and Mix replacement
policy [9] have a time complexity of O(n), or (iii) incur a large overhead in space com-
plexity e.g., LNC-R-W3 replacement policy [12] has a space complexity of O(k) where
the policy takes in to account the last k references to an object, (iv) have parameters
which are required to be fine tuned to a given set of traces and cache size (LUV [4]),
or (v) require trace analysis to be performed (e.g., LRV replacement policy [11]).

3 A New replacement policy

In this section we will describe our SE replacement policy which uses a mix of both re-
cency and frequency to achieve good performance. Like all the cost-based policies, our
simple equation (SE) replacement policy associates a value with every object in cache
and when required, evicts the object with lowest value. The SE replacement policy eval-
uates the cost of an object based on : (i) the recency of its last access, (ii) frequency of
its access, (iii) the latency of fetching the object, and (iv) the size of the object. More
specifically, the

����� ����� ����� of
���
��� ���
� is calculated as

����� ����� �	�
� �	� �	�
� D < �	�
�
where � ���
� , weight of

���&�$� � � � is defined as � �	�
��� � � ! � � as in [4]. The value we
have used for cost of an object is its retrieval latency.

< �	�
� is the reference potential
of

���
��� � �
� . It determines the likelihood of an object being accessed based on its past
references. It is defined as

< ���
�A� = � � = ��
 ���
� D �� ��� = ��

where RecRef and FreqRef represent respectively the recency of the last reference to���
��� ���
� and the total number of requests serviced, for all users, including the current
reference to object � .
4 Implementation Details

In the SE policy, the objects are sorted based on the values
����� �����

s associated with
them. Anytime an object needs to be evicted from cache, the object with the smallest
value

����� �����
is chosen. As the

����� ����� �	�
� of an object � depends of the frequency and
recency of its references, the value associated with the object changes every time the
object is referenced. The change in value

� �	�
� of an object causes its position, in the
relative ordering of the objects according to their respective values, to change. Hence
the

����� �����
of objects are sorted using a heap data structure.

The SE replacement algorithm is described in Algorithm 1. The time complexity
of the SE replacement policy is O(

����� �
n). The replacement policy requires normalized

weight, last reference time, and number of references for each object to be stored. Hence



Algorithm 1 SE Algorithm

if � �������	��
 is present in cache then
delete the node corresponding to the object from the heap
re-compute the value associated with the � �������	� 
 , ������
insert a node with the new value in the Heap

else
fetch the � ��������� 

while ( size of � ����������
�� free space available) do

find the node with smallest value in the Heap
find the corresponding object in the cache
remove the object from cache
delete the node from the Heap

end while
place the � �������	��
 in cache
insert a new node into the heap with the new value associated with the � ��������� 


end if

the its space complexity is O(1). Despite the fact that time and space complexities of
LUV is the same as those of SE, the implementation of LUV is much more complex.
An efficient implementation of LUV requires the usage of two data structures, a heap
and a linked list which are required to be managed in tandem. In comparison the imple-
mentation of SE is very simple as it uses a simple heap to maintain the objects in the
order required.

5 Results and Observations

In this section, we discuss the results of our trace driven simulations. We have used two
proxy cache traces, the rtp traces (Research Triangle Park, North Carolina, USA [10])
from the National Lab for Applied Network Research (NLANR) proxy traces, and one
server cache trace, from the the World Cup ’98 log [3], available in the public domain.

The characteristics of the traces used are summarized in Table 1. The unique re-
quests processed include only the requests for unique objects which are processed by
this cache. The number of unique bytes accessed refers to the number of bytes trans-
ferred due to first time accesses to objects.

It has been reported in previous studies of web servers [3], proxy servers [8] and
World Cup ’98 Characterization [2] that mean and median document transfer sizes are
quite small, fewer than 13K and 3K bytes respectively. This means that, large objects are
typically accessed very infrequently. Hence, in our experiments, objects larger than 1
MB in size are not cached and requests to these objects are not included in our analysis.
Also, like in other web cache replacement policy studies [4], the requests in which no
data are transferred; are not processed.

We compare our SE replacement policy with LRU and LUV, two widely used web
cache replacement policies which achieve very good performance. Apart from LUV,
there are replacement policies like GD-Size [6], which also optimize all the three per-
formance measures. GD-Size considers non uniformity in size of the objects but does



Table 1. Characteristics of Web Proxy and Web Server Traces

Trace Duration Total Requests Total Unique Total Mbytes Total Unique
of collection Processed Requests Transfered Mbytes

of Traces Processed Transfered
in millions

NLANR 17/10/2002 - 4.83 2.37 24133.82 16259.24
20/10/2002

World Cup 24/06/1998 349.23 0.015 864484.53 123.49
03/07/1998

not take into account the frequency of access of an object. Further its performance was
shown to be relatively poorer compared to LUV in [4]. Hence we have not considered
it for our comparison study.

Before we proceed to compare the different replacement policies, we study the im-
pact of - on LUV, and empirically choose the best value for - . In our experiments, the
value of - was varied from  9*47�; to 1. In Figure 1, we present the performance of the
LUV policy in terms of HR, BHR, and DSR on NLANR trace set for various values of- and cache sizes. In the following discussion, cache sizes are represented in terms of
percentages of the total number of unique bytes accessed.
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Fig. 1. Impact of Lambda ( � ) for NLANR Traces



From Figure 1, we notice that the value of - for which HR achieves the best value
(highest value for the given trace set and cache size) does not necessarily result in the
highest value of BHR and DSR and this value of - varies with cache size and trace
set used. We also observe that LUV obtains the best hit ratios for smaller values of - ,
for values less than 0.1. This indicates that very little emphasis is given to the more
recent references to obtain the best Hit Rate. However, for the same trace set and cache
size, the best values of BHR and DSR are obtained at relatively larger values of - .This
indicates that more emphasis must be given to recent references to obtain a better BHR
and DSR.

Due to the above mentioned issue of HR, BHR and DSR achieving their best values
(for the same cache size and trace set) at different values of - and in order to make
a fair comparison amongst different replacement policies, we use the same value of -
to obtain HR, BHR and DSR values. We choose the value of - that gives the best HR
value for a given trace set and cache size. However, the value of - used is different for
different trace set and cache sizes. As a consequence, we refer to the LUV policy used
in our experiment as Best-LUV to indicate that it uses the best value for - , for a given
cache size and trace set, to optimize HR. While we have chosen the value of - that
gives the best HR values for a given trace set and cache size, - can also be chosen to
get the best BHR or DSR values for a given trace set and cache size. Though this will
improve BHR or DSR, this improvement will be at the cost of HR as can be seen from
the Figure 1.

In Figure 2 we compare the performance (in terms of HR, BHR, and DSR) of
LRU, Best-LUV, and SE replacement policies for various cache sizes and for various
trace sets. As can be seen from the graphs, the performance of the three algorithms
is highly dependent on the characteristics of the traces and cache size. For the World
Cup ’98 trace set, HR, BSR and DSR are much higher than the corresponding values
for NLANR. The reason for this is the high temporal locality of the World Cup ’98
traces. As can be seen from Table 1, the number of unique bytes accessed for the World
Cup ’98 trace set constitute less than 10% of the total number of bytes transferred which
indicate a very high locality. On the other hand, in proxy traces the temporal locality
is quite low. Files that are accessed only once (one-timers) account for about 70% of
objects accessed (refer to Table 1). This is also observed by [8]. Thus, in this trace set,
increasing the cache size will not improve performance beyond a certain point, as the
number of misses due to the one-timers is rather large.

We observe that SE achieves nearly the same performance as Best-LUV in terms
of all three performance measure for the Word Cup ’98 trace set. For this trace, LRU
performs worse than LUV or SE for smaller cache sizes (for cache size less than 5%).
The only exception is in the case of a very small cache size (=0.05%), where LRU
achieves a better BHR than LUV and SE.

For the NLANR proxy traces, no replacement policy performs consistently better
than the other for all three performance measures. Best-LUV performs better in terms
of HR, but not in terms of BHR or DSR. This is somewhat understandable as in Best-
LUV, the value of - is empirically optimized for HR rather than for BHR or DSR. SE
performs better than LRU in terms of HR. The hit ratio achieved by SE is within 3-4%
of the hit ratio of Best-LUV.
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Fig. 2. Performance Comparison of LRU, SE, and Best-LUV for WC and NLANR Traces

In terms of BHR and DSR, LRU and SE perform better than LUV. Emphasis on
recent references seems to increase BHR and DSR values. This is evident from the fact
that LRU obtains better BHR and DSR than SE and Best-LUV. A similar result can be
seen in LUV, when the value of � is varied from ������� to 1.

As mentioned before the performance of the replacement policies is largely depen-
dent on the characteristics of the trace sets used. We have seen that to obtain the best
HR, BSR and DSR a combination of recency and frequency have to be used. Though
LUV provides us the flexibility to change the weightage assigned to the two parame-



Table 2. Summary of Performance Comparison of LRU, LUV, and SE

Cache Perf. Relative Ordering
Size Metric (from worst to best)

WC Trace NLANR Trace
0.05% HR LRU � LUV � SE LRU � SE � LUV
0.05% BHR LUV � SE � LRU SE � LUV � LRU
0.05% DSR LRU � LUV � SE LRU � SE � LUV
0.5% HR LRU � LUV � SE LRU � LUV � SE
0.5% BHR LRU � SE � LUV LUV � SE � LRU
0.5% DSR LRU � SE � LUV LUV � SE � LRU
5.0% HR LRU � SE � LUV LRU � LUV � SE
5.0% BHR SE � LRU � LUV LUV � SE � LRU
5.0% DSR LRU � SE � LUV LRU � SE � LUV
50.0% HR LRU � SE � LUV —
50.0% BHR SE � LRU � LUV —
50.0% DSR SE � LRU � LUV —

ters, it it is not possible to obtain best HR, BHR, and DSR values simultaneously. SE
assigns equal weightage to both recency and frequency and performs as well as LUV
for traces with high temporal locality. For traces with low temporal locality, except for
some cache sizes it performs as well as the best of the other two replacement poli-
cies. Further, SE achieves these performance using a much simpler implementation and
without requiring any parameter tuning.

Table 2 summarizes the performance comparison of the replacement policies while
Table 3 provides a qualitative comparison.

Table 3. Qualitative Comparison of LRU, LUV, and SE

Repl. Time Space Nonunif. Work done Advantages Disadvantages
Policy Compl. Compl. of objects for accessing

considered an object
LRU O(1) O(1) No Minimum Simple to Does not consider

implement frequency of access
LUV O( � ����� n) O(1) Yes Maximum Uses complete Parameter tuning

ref. history
SE O( � ��� � n) O(1) Yes Between LRU Simple to Complete Ref.

and LUV implement history not used

6 Conclusions

In this paper we have presented a new web cache replacement policy, SE. This policy
uses frequency and recency of references to an object to calculate and associate a benefit
value (bValue) with the object; an object with the lowest bValue is chosen for eviction.
SE has an efficient implementation in both space and time complexities. Using trace



driven simulation, we have evaluated and compared the performance of SE with two
other replacement policies, viz., the Least Unified Value (LUV) and the Least Recently
Used (LRU) policies for a set of web traces. Our results indicate that the performance of
SE is comparable to the best performance achieved by the other replacement policies in
terms of all three performance metrics, namely hit ratio (HR), byte hit ratio (BHR), and
delay saving ratio (DSR). SE is simpler to implement than LUV and does not require
any parameter tuning.
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